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ABSTRACT

This thesis deals with the application of theories concerning argumentation

to support the building of a human-machine dialogue system involved in recom-

mendation tasks. In particular, the work aims at the formalisation of a theoretical

model for Argumentation-based Dialogue (ABD). According to Prakken [2018b],

while Argumentation-based Inference has been long studied over the decades, ABD

still lacks a solid reference framework. Starting with a literature review, a theo-

retical framework for relevant argument selection has been selected. The frame-

work focuses on the cognitive properties an argument should have to be considered

plausible. Then, these cognitive features have been mapped onto mathematical

measures, and the resulting model has been evaluated through its computational

implementation in two steps. The first one was dedicated to the model validation

through the generation of simulated dialogues and their human evaluation in terms

of consistency, naturalness and quality of argument selection. Results show that the

model-based simulated dialogues are recognised by the participants and well evalu-

ated with respect the randomic simulated dialogues. The second step consisted of a

real human-machine interaction, where the overall architecture has been tested and

finally successfully evaluated by 10 users through a user experience questionnaire.

The work concludes with a last experiment where the pragmatic value of asking

questions using different forms has been analysed. More specifically, the study fo-

cused on the informativeness of the elicited answer and the related cognitive load

for the user. The study highlights how different pragmatic features can affect the

usefulness of the answer for the resolution of the decision problem. In conclusion,

the thesis presents a novel methodological approach to implement and evaluate a

theoretical model through its computational realisation.
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INTRODUCTION

This work deals with the study of Argumentation-based dialogue (ABD), i.e.

a dialogue where two or more agents (whether human or artificial) are taking part

to a conversation to solve a conflict of opinion by verbal means [Prakken, 2018b]. In

this dialogical setting some issues arise that mainly belong to the verbal interaction

such as

"the distributed nature of information (over the agents), the dynamic

nature of information, since agents do not reveal everything they believe

from the start and since they can learn from each other, and strategic

issues, since agents will have their internal preferences, desires and goals

[Prakken, 2018b, p. 36]."

The aim of my research is to define a theoretical model for ABD to be then val-

idated through its computational implementation using as case study the realisation

of a recommender dialogue system with argumentative capabilities or, as they are

called in this project, Argumentatative Recommender dialogue systems (A-Cors).

Nowadays, however, with the advent of Large Language Models like ChatGPT, it

could seem trivial to undertake this challenge since LLMs succeed in mastering lin-

guistic knowledge by predicting words and outperforming humans in several different

tasks. But we cannot rely just on massive amounts of text since it does not guaran-

tee that all aspects of thought, reasoning and language could be learned that way.

As previously mentioned, a linguistic and cognitive process as complex as argumen-

tation cannot be performed without considering what we will refer to in this work

as linguistic functional competences [Mahowald et al., 2023], i.e. the ability of use

language in the world, the ability of recognising and managing those dialogical issues

mentioned before: preferences, desires, goals, intentions, etc.
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Therefore, in order to implement a dialogue system with those abilities, this

work aims at providing three main contributions:

C1 A linguistically-motivated methodological approach ranging from linguistic re-

search to A-Cors development;

C2 A graph-based extension of corpus-linguistics data analysis methodology;

C3 A technological architecture to implement embodied conversational agents us-

ing the graph representation of linguistics’ concepts.

In order to develop these points, the study is organised as follows:

Chapter One provides an introduction to Argumentation Theory, its devel-

opment from an historical point of view and the main contributions to the creation

of the theoretical framework. This section will show how argumentation has been

explored from a technological point of view over years, creating, thus, the field of

computational argumentation. In particular, it will be explained how the devel-

opment of dialogue systems is intertwined with the development of computational

argumentation and how a theory-based approach has always enriched their under-

standing differently from a machine learning only approach. The chapter concludes

with the motivation that pushed the progress of this project, underlining the main

objectives, and briefly presenting the entire ARDA (Argumentation in Recommender

Dialogue Agents) framework. The framework distinguishes two main pillars: LO-

RIEN (Linguistically Oriented Resources and Insights as Expressive Network), the

methodological approach which models the main linguistic concepts at the bases of

the computational infrastructure; MORDOR (Modeling Operative Representations

for Dialogue Orchestration Research), the computational realisation of LORIEN ob-

servations, describing all the modules assembling the overall technological architec-

tures and eventually defining an hybrid approach not just based on machine learning

techniques but implemented through the use of different tools such as native graph

databases, Bayesian Networks and Behaviour Trees.

Chapter Two deepens LORIEN by presenting the different modules that

compose the framework. In particular, it concentrates on pragmatics-based knowl-

edge representation where pragmatic knowledge of dialogues is formalized and com-

putationally modelled through graph representations. The module takes into ac-

count the analysis of Common Ground and Common Sense, described in Section

2



2.1.1.1. In the following paragraphs, graph-based knowledge management also will

be rapidly described, mainly focusing on the Argumentation theory and applica-

tions that is the main contribution of the work. In the argumentation module the

theoretical background developed for the recommendation task will be presented:

a cognitive and linguistic model for relevant arguments selection will be initially

described. In the following section, then, I will show how theoretical concepts and

principles can be mapped on computational scores useful for the coherent exploration

and exploitation of the database for the recommendation task.

Chapter Three is dedicated to the application of the LORIEN framework

to the movie domain. The chapter begins with the presentation of the dataset of

reference, INSPIRED [Hayati et al., 2020], composed by 1001 human-human con-

versation in the movie domain. The participants are two per dialogue, one is the

recommender, whose aim is to explore the preference of the interlocutor and propose

a movie, the other is the seeker, the one who is searching for something to watch.

The original authors present also an annotation of the social strategies of recom-

menders, without considering the seeker’s ones. For this reason, in this work, an

annotation scheme for the seeker’s utterances is developed and evaluated to have the

possibility of training the system in recognising the user’s communicative intentions.

Following with the next section, it is described how this conversational information

is imported and represented in a native graph database, and how it is connected to

the domain data retrieved from Linked Open Data. After associating this knowl-

edge with well-known linguistic concepts, the potential for cross-referencing the two

sources is explained. It is emphasized how a graph database can, on one hand, serve

as a powerful tool to enhance corpus linguistics analysis methodologies and results,

and on the other hand, how this structure can be exploited to enrich the database

with new information

Chapter Four describes the technological part of ARDA, i.e. MORDOR.

In particular, it focuses on the presentation of the behaviour trees and the decision

making module. It is shown how the dialogue moves formalised in LORIEN can

be managed by Behaviour Trees thanks to their tree-like and hierarchical structure.

Then, regarding the decision making module, Bayesian Network are presented to

implement goal-oriented decision mechanisms for dialogue management.

Chapter Five presents the first experiment designed to evaluate the theoret-

3



ical model described in Section 2.2. Specifically, it describes a simulator of recom-

mendation dialogues in the movie domain, utilizing some of the technological tools

introduced in Chapter 4. Participants in the experiment were asked to evaluate the

consistency and quality of argument selection, as well as the naturalness and plausi-

bility of the simulated dialogues implementing the proposed strategy. Results show

that the model-based simulated dialogues were evaluated positively with respect to

a set of simulated dialogues using random strategies for arguments selection. After

the analysis and discussion of the results, the overall architecture was evaluated in

a real human-machine interaction. The interaction, then, will be evaluated using

questionnaire filled out by the participants. Results and discussion will be finally

reported, underlining high scores for attractiveness and pragmatic quality of the

system, but average score for the hedonic quality.

Chapter Six This chapter presents a second study exploring the pragmatic

utility of selecting the appropriate forms of questions to propose to the user. The

primary aim is to retrieve the most useful answer capable of resolving the system’s

decision problem quickly and efficiently, while also managing the user’s cognitive

effort in providing that answer. The chapter describes the criteria used for selecting

the question forms under analysis and explains how the data were collected and

analyzed. Results indicate that different pragmatic features can influence the in-

formativeness of the answer and the cognitive load on participants when processing

that response. Finally, observations are reported to provide insights for future work

and take-home messages.
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CHAPTER

ONE

EXPLORING ARGUMENTATION

In this first chapter an historical overview of argumentation will be provided

in order to describe the framework in which the present work can be positioned.

1.1 A brief overview

A dialogue is defined as “a process in which two people or groups have discus-

sions in order to solve problems”1. From this definition, the presence of an argument,

intended as the problem of establishing the truth of a statement through exchange

of ideas, is necessary for a dialogue to take place. On these premises, it can be

argued whether modern dialogue systems engage users in actual dialogue. The most

common architectures are often evaluated on their capability to interpret users’ in-

tents and react to these by providing the correct service. Exchange of information,

in these cases, is exhausted after very few interactions and is mostly aimed at under-

standing the users’ position rather than negotiating upon a Common Ground [Clark,

1996] (Section 2.1.1.1). Beyond this capability, dialogue systems are still very lim-

ited, to the point that, even for the case of unclear input, the use of clarification

requests covers only a very small fraction of the strategies that can be adopted in

human-human communication to provide information about the different kinds of

problem that can occur (Section 2.1.2.1). We may say that, in other words, dialogue

systems lack argumentation skills. Argumentation is defined by the Oxford English
1Macmillan Dictionary Online: https://www.macmillandictionary.com/ [last visited on

05/06/2023]
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Dictionary as “the action or process of reasoning systematically in support of an

idea, action, or theory”2. In Van Eemeren and Grootendorst [2003], argumentation

is described as a verbal, social, and rational activity aimed at convincing a reason-

able critic of the acceptability of a standpoint by putting forward a constellation of

propositions justifying or refuting the proposition expressed in the standpoint.

The art of speaking by engaging people in prolonged interaction has been ex-

plored from multiple points of view since ancient times. A difference is historically

made among rhetoric, debate, and dialectic. For political reasons, both the Greeks

and the Romans concentrated on rhetoric referring to the ability of a single person

to address a group or class of people to align them to his/her view. Conversely,

debate involves one-to-one exchange of ideas aimed at convincing the attending au-

dience to align with the different positions expressed. In this case, the speaker does

not directly address people in the audience but indirectly tries to influence them by

exchanging ideas with the opposing person. Dialectic is then defined as “a method

used in philosophy to try to discover truth by considering ideas together with oppo-

site ideas”3. One-to-one exchange of ideas seems to be fundamental and it can both

be interpreted in a competitive or in a collaborative way. This is a critical distinction

because, in both rhetoric and debate, a collaborative approach could not be found,

either because communication is mostly one-directional or because the goal of the

exchange is not to find an agreement but, rather to stress the differences between

the involved participants. The principles governing dialectic, on the contrary, could

be of interest for dialogue systems, which are often intended to collaborate with a

human user rather than to oppose him/her.

It seems that a competitive stance of the participants should not be assume

for dialectics: in the case of Aristotelian dialectic, “[. . . ] Aristotle is concerned with

the strategy which should be adopted by the answerer in dialectical exercises which

are conducted not in a contentious spirit but for the sake of testing and examining

the views on some question” [Evans, 1977, p. 80].

The Aristotelian tradition, indeed, continued as a dominant force in argumen-

tative thought well into the 20th century. Aristotle’s notion of argument, expressed
2Oxford English Dictionary Online: https://languages.oup.com/google-dictionary-en/ [last vis-

ited 26/07/2023]
3Macmillan Dictionary Online: https://www.macmillandictionary.com/ [last visited on

05/06/2023]
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in his logical treaties, was based on the idea of deductive syllogisms, chains of rea-

soning that contained premises and conclusions that should be derived from those

premises. This process became basic to formal logic approach to argumentation

which evaluated an argument according to its validity. If a certain conclusion fol-

lowed from its premises, then it was valid; if it did not, it was invalid. Therefore,

the validity of a certain claim, was strictly connected to its set of premises from

which that claim would be fully valid. If the premises were true, then the claim

was true as well. These procedures, however, are quite distant from the real-life

argumentation and not particularly suitable to study everyday argumentation. In

real argumentative dialogue, indeed, premises are not always explicitly expressed

and claims are not meant to be always true. Moreover, the methods adopted by for-

mal logicians would often be quite time-consuming to replicate in a conversational

setting. Considering this dialogical aspects, in the twentieth century a number of

authors took inspiration from developments in formal logic and expanded the use of

logical tools to the analysis of ordinary argumentation. Susan Stebbing is considered

a pioneer thanks to her first textbook in critical thinking, called Thinking to Some

Purpose, and her many books dealing with everyday and public discourse from a

philosophical/logical perspective. Although her book was widely read at the time, it

did not become particularly influential for the development of argumentation theory

in the decades to follow. Differently, Toulmin [2003]’s book The Uses of Argument

has been extremely crucial in a wide range of fields, including critical thinking, ed-

ucation, rhetoric, speech communication, and computer science. In his model, the

author focuses on six features of arguments: data, claim, warrant, backing, quali-

fier, and rebuttal. Data are the supporting facts, the claim is the conclusion drawn,

the warrant connects data to the claim, backing supports the warrant, the qualifier

shows the warrant’s applicability, and the rebuttal outlines conditions that could

undermine the argument. Toulmin’s aim was to criticize the assumption that any

significant argument can be formulated in purely formal, deductive terms, using the

formal logical systems that had emerged in the preceding decades. According to

Toulmin, the goal of formal theories is to produce systems of field-invariant criteria

to appraise arguments. But the problem is that formal logicians have tended to as-

sume that formal validity is the only form of validity worth investigating. As a result,

Toulmin observes, formal theories are forced to admit as possible any conclusion not
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contradicting the premises, rendering “the rational elimination of possibilities in-

finitely more difficult.” In contrast, Toulmin thinks that the validity of an argument

is inextricably linked to the strength of the data that we have for its conclusion.

And this is by no means a formal or an analytic matter; rather, it is a matter of the

substantial correctness of the warrant that is meant to license the step from data

to the conclusion. While this critique was met with much hostility among fellow

philosophers, it eventually gave rise to an alternative way of approaching argumen-

tation, which is often described as “informal logic”. This approach seeks to engage

and analyze instances of argumentation in everyday life; it recognizes that, while

useful, the tools of deductive logic alone do not suffice to investigate argumenta-

tion in all its complexity and pragmatic import. More importantly, he planted the

seed of an idea that later became prominent in informal logic and argumentation

theory, namely, that arguments can only be evaluated in the context of a dialogue

[Prakken, 2018a]. Around the same time as Toulmin, Chaïm Perelman and Lucie

Olbrechts-Tyteca also emphasised the dialogical nature of argument evaluation in

their study "The New Rhetoric". They were developing a rethorical approach to

argumentation that highlighted its persuasive component stressing that arguments

in ordinary discourse should not be evaluated in terms of their syntactic form but

on their rhetorical potential to persuade an audience. In particular, an argument is

more persuasive the more it takes the audience’s “values” into account [Perelman,

1971]. The rhetorical approach focuses, thus, on the communicative process, defin-

ing good argumentation by its effectiveness in eliciting desired responses from an

audience.

Although coming from different angles —logic for Toulmin and rhetoric for

Perelman and Olbrechts-Tyteca—both works highlighted the necessity of a theoret-

ical framework to understand the normative conditions of natural language argu-

mentation. They underscored the importance of argumentation as a communicative

practice with broad implications for the study of human rationality. The work of

these pioneers, thus, provided the foundations for subsequent research in argumen-

tation theory.

Building on their groundwork, the early 1980s saw various initiatives, particu-

larly in Canada, Amsterdam, and the United States, culminate in the formalization

of Argumentation Theory as an academic discipline. This new field introduced
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a pragmatic perspective to analyze and evaluate everyday arguments, addressing

gaps left by classical logic regarding informal fallacies, the procedural nature of

argumentative communication, and the interplay between persuasion and justifica-

tion. The pragmatic perspective of Argumentation Theory evolved on two fronts.

First, it shifted the focus from arguments as abstract, semantically defined enti-

ties to argumentation as a communicative practice with dialectical and rhetorical

dimensions. Second, it redefined the value of argumentation, moving away from tra-

ditional semantic criteria to ones that assess argumentation based on its practical

goals [Bermejo-Luque, 2018].

One approach that became influential in the following decades is the pragma-

dialectics tradition developed by Frans van Eemeren and Rob Grootendorst [Van Eemeren

and Grootendorst, 2003]. Pragma-dialectics (PD) was developed to study argumen-

tation as a discourse activity, a complex speech act that occurs as part of inter-

actional linguistic activities with specific communicative goals (“pragma” refers to

the functional perspective of goals, and “dialectic” to the interactive component).

For these authors, argumentative discourse is primarily directed at the reasonable

resolution of a difference of opinion. PD has a descriptive as well as a normative

component, thus offering tools both for the analysis of concrete instances of argu-

mentation and for the evaluation of argumentation correctness and success [Novaes,

2021]. In their 1984 work, van Eemeren and Grootendorst use speech act theory,

particularly Searle’s framework, as a foundation to describe the act of arguing. They

conceptualize argumentation as a complex illocutionary act composed of simpler il-

locutionary elements that serve to justify or refute a standpoint. However, they

identify limitations in Searle’s approach, particularly its focus on communicative

aspects,which is related to expressing propositions with a certain aim, at the ex-

pense of interactional elements, such as the intent to produce both understanding

(an illocutionary effect) and acceptance (a perlocutionary effect).

To address these issues, van Eemeren and Grootendorst differentiate between

illocutionary forces at the sentence and textual levels, arguing that argumentation

involves a complex set of illocutions with assertive force. They also establish specific

conditions propositional content and essential conditions that must be met for an

argument to be effectively recognized as a speech act of arguing, distinguishing be-

tween recognition and correctness of the illocution. Their approach modifies Searle’s
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theory to better suit the analysis of argumentation as both a communicative and

interactive practice. However, Corredor [2021] critiques the idea of equating the

interactional aspect of argumentation with the perlocutionary goal of convincing.

The author questions the notion that argumentation’s communicative dimension is

not solely about the listener understanding the speaker’s attempt to convince, ar-

guing instead that this view disconnects the speech act of arguing from the broader

process of argumentative interaction. The critique suggests that, following Austin’s

theory of speech acts, the interactional dimension should not be reduced to merely

achieve perlocutionary effects like convincing. Instead, the interactional aspect of

argumentation is seen as inherently tied to its illocutionary dimension, where the

act of arguing brings about changes in the social or interpersonal context of the

interlocutors, constantly modifying their dialogical goal. According to her, this can

be explained by examining the changes in the normative positions—such as obli-

gations, commitments, responsibilities, rights, and entitlements—of those involved

in the conversation. I endorse this interractional view of argumentation, it is evi-

dent that modeling the illocutionary strength of utterances, even in human-machine

interactions, is crucial for developing a dialogue system that can engage in conver-

sations where both the participants’ behavior, beliefs, and goals are continuously

evolving. Indeed, in Section 4.1, further details about the formalisation of illocu-

tionary strength will be provided, showing how the illocutionary dimension can be

represented as a continuum towards the final conversational goal and highlighting

how the change in the normative position can affect the stabilisation of the dialogue

system.

However, the dialectical approach undertaken by the authors of PD basically

sees argumentation as a normative procedural dialogue aimed at resolving differ-

ences of opinion, with correctness determined by adherence to procedural rules. A

Key proponent of this approach also include Douglas Walton. Douglas Walton, in-

deed, pioneered the argument schemes approach to argumentation that borrows tools

from formal logic but expands them so as to treat a wider range of arguments than

those covered by traditional logical systems [Walton et al., 2008]. Argument(ation)

schemes, thus, attempt to capture stereotypical patterns of inference occurring in

argumentation practice. They thus depart from logic-based deductive forms of rea-

soning, focusing instead on how humans express themselves in natural language. In
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Walton’s theory of argumentation, he emphasizes the importance of understanding

an argument’s burden of proof, which is essential for interpreting arguments char-

itably. According to Walton, each argument should be seen as a move within a

dialogue, often a persuasion dialogue, where the arguer needs to establish what is

necessary to persuade their opponent. Depending on the situation, this might re-

quire either strong evidence or simply a plausible reason to support a conclusion.

Walton argues that by focusing on what is needed to fulfill the burden of proof, we

can avoid misinterpreting arguments or, specifically, the straw man fallacy [Walton,

1996].

However, there are challenges with this approach, as pointed out by Bermejo-

Luque [2019]. Firstly, determining the burden of proof can be difficult without

understanding the context and the arguer’s intentions. In some cases, the burden

of proof may only become clear through the process of interpreting the argument

itself. This intertwining of interpretation and burden of proof means that we cannot

always separate the two processes. In other words, the burden of proof of an act of

arguing is created by the act of arguing itself and, consequently, we determine the

burden of proof as a consequence of our interpretation of the argument. Secondly,

Walton points out that, in cases where the burden of proof can be independently

determined, expanding an enthymeme to meet this burden may help avoid a straw

man fallacy. However, it’s important to recognize that the expanded enthymeme

might be more conclusive than what is strictly required to meet the burden of proof.

For instance, if person A argues that "Scottish whisky is healthy" and person B, who

is skeptical, only needs to suggest that this claim might be false to meet her burden

of proof. B could support her doubt by stating, "I doubt it: alcohol isn’t good for

your liver." According to Walton’s framework, B’s argument would be interpreted

as aiming to establish "possibly, not-p." Yet, this raises the question of why the

enthymeme should be expanded to a weaker conclusion like "whisky may not be

healthy" rather than a stronger one, such as "whisky is not healthy." This leads

to a critical consideration of whether such an expansion is truly charitable or if it

weakens the argument unnecessarily. In conclusion, this complexity suggests that

Walton’s method, while useful, may not always be sufficient for determining the

most favorable interpretation of an argument [Bermejo-Luque, 2019].

Many theories, thus, tried to equate argumentation with specific objectives,

11



such as resolving a disagreement (Pragma-dialectics), persuading someone (Cana-

dian Informal Logic), convincing a universal audience (New Rhetoric), or acquiring

justified beliefs (epistemic argumentation theories). However, this approach seems

implausible because not all instances of argumentation are aimed at these specific

outcomes, nor do they necessarily require engaging in argumentation to achieve

them.

Therefore, a more convincing way to understand argumentation is as a con-

stitutively normative practice. One defining feature of Argumentation Theory is its

view of argumentation as inherently communicative [Bermejo-Luque, 2019].

Studies in the argumentation field, thus, began to lean towards the importance

of the evaluation and interpretation of the argument in a dialogical context, enrich-

ing the analysis of the process with a fundamental conversational component that

is a pillar of this thesis, namely the pragmatic perspective of the human language.

Bermejo-Luque [2019]’s 2011 LNMA (Linguistic Normative Model of Argumenta-

tion) is rooted in a pragmatic-linguistic approach, refining Toulmin’s 1958 material

conception of inference. In the LNMA, the validity of an argument depends on the

correctness of the corresponding conditionals, rather than relying on the fulfillment

of formal or informal inference rules [Bermejo-Luque, 2018, 2019]. The author con-

tends that, while Toulmin’s conception of logic as a non-formal normative theory

of inference is valuable, it is normatively inadequate. To address this, the author

proposes enhancing Toulmin’s model by introducing additional elements. Specif-

ically, she suggests adding an ontological qualifier to the data, warrant, rebuttal,

and backing. This qualifier would explicitly indicate the type of force with which

a propositional content is presented when making a claim. Additionally, the con-

clusion should be supplemented with an epistemic qualifier, which would explicitly

reference the strength or certainty with which a conclusion is asserted. So, the

author points out that by adding the ontological and pragmatic modals, the Toul-

min’s model would result "complete" and would avoid the straw man fallacy as well

[Bermejo-Luque, 2019].

More in details, she sees argumentation as a communicative act aimed at

justifying a target claim, defining it as a specific type of speech act. Bermejo-

Luque, successively endorsed by Corredor [2021], also critiques the PD model by van

Eemeren and Grootendorst on several grounds. First, she argues that convincing
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should not be seen as the sole perlocutionary goal of argumentation, but rather as

one of many potential goals. Second, she contends that PD incorrectly excludes

the target claim from the speech act of arguing, reducing argumentation to merely

adducing reasons, which complicates the formulation of necessary conditions for

defining an act of arguing. Lastly, while PD views argumentation as a complex

illocutionary act, Bermejo-Luque believes this complexity arises from including the

act of concluding as an integral part of the argumentative process.

To define the speech act of arguing, Bermejo-Luque builds on Searle’s frame-

work, proposing that argumentation consists of two interrelated speech acts: adduc-

ing a reason and concluding a target claim. These acts are considered second-order

because they are performed through first-order constative acts, linked by an implicit

inference claim that establishes a logical connection between the reason and the con-

clusion. Let’s take as an example the following utterance explained by Bermejo-luke

in her work:

1. I promise I’ll take care, so don’t worry

In Example 1, Bermejo-Luque describes the act of arguing as a complex speech

act that encompasses two specific acts: adducing a reason and concluding with a

target claim. She explains that first-order speech acts, such as a promise and advice,

can be reinterpreted as two interconnected indirect speech acts through an implicit

inference. For example, when a speaker says, "I promise I will take care," they are

not only making a promise but also indirectly adducing a reason that suggests the

hearer need not worry. Similarly, the utterance "don’t worry" functions as an act

of concluding because it indirectly asserts that, given the speaker’s commitment,

the hearer has no reason to worry. Thus, both statements are linked through the

underlying inference that justifies the conclusion [Bermejo-Luque, 2019]. In other

words, a good argumentation contains an implicit inference that connects reasons

to conclusion where the reasons provided make the conclusion plausible or justified.

Furthermore, the use of epistemic modals (e.g., "probably," "necessarily," "plausibly")

or illative expressions (e.g., "so," "therefore") typically signals to the listener that

an act of arguing is taking place. We can explicitly express the different ways of

presenting a semantic content (p) in a constative speech act through statements

like "p is true," "p is probable," "p is plausible," etc. These expressions, referred to
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as ontological modals, clarify the type and degree of pragmatic force in constative

speech acts, which aim to represent the world accurately. When we use these modals

correctly, we produce semantically accurate first-order constatives. On the other

hand, the modal used to express the pragmatic force of our conclusion in an argument

is an epistemic modal, which communicates the strength of the reasons supporting

our claims. When we conclude that a claim is true, necessary, probable, or plausible,

we are commenting on the epistemic status of the claim—our confidence in it or

our justification for believing it. Thus, epistemic modals reflect the quality of the

reasoning behind our claims and are influenced by the ontological modals associated

with the implicit inference claim and the act of adducing.

This is a very interesting point of view for the present work, as it emphasizes

not only the importance of the inferential connection between reasons and conclu-

sions but also the need to define the pragmatic force of the reasons supporting the

claim and the conclusion. In the following sections, thus, I will present a linguistic

model developed for the selection of plausible arguments, and I will apply it also

to human-machine conversations, while still taking into account the importance of

their pragmatic and cognitive features.

Returning to the concept of inference, we have just seen that it plays a crucial

role in both pragmatics and argumentation, though each field focuses on different

types of inference.

Pragmatics is concerned with meaning inferences, which involve interpreting

a speaker’s communicative intent, while argumentation deals with argumentative

inferences, which assess the acceptability of the relationship between premises and

a conclusion. According to [Brown, 1955], inference involves not only referring to

one’s views but also justifying them with reasons. Inference, as a cognitive process,

combines different pieces of information to derive new insights. This process can be

applied differently in pragmatics and argumentation.

In argumentation, on the other hand, inference is evaluative, focusing on

whether the reasons provided support the conclusion effectively. Both speakers and

listeners engage in argumentative inference: speakers use it to construct arguments,

while listeners use it to evaluate them. In contrast, pragmatic inference is interpre-

tative, aiming to determine the speaker’s meaning, often through non-verbal cues or

contextual assumptions. This process, described within relevance theory, involves
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working out the relevance of an utterance in its context [Oswald, 2023].

Importantly, the output of pragmatic inference—understanding the speaker’s

meaning serves as input for argumentative inference. This indicates a deep connec-

tion between the two disciplines, as both are concerned with how inferences shape

communication and reasoning [Oswald, 2018, 2020, 2023].

This is the reason why, in this work, the construction of the the system’s

dialogical knowledge involves a process that allows the machine to infer firstly the

speaker’s meaning with the aim of understanding and learning about their position,

and then change its goal and activate the argumentative inference to reach a desirable

goal (or conclusion) through the use of plausible arguments.

However, implementing a dialogue systems with the ability to collaborate,

reach a common understanding and manage all the pragmatic features inherent in

argumentative dialogues, is highly challenging and far from trivial. As a matter of

fact, modelling logical capabilities to enable conflict detection, and managing social

interaction to effectively support the exchange of positions, are the main points of

interest to support the improvement of these artefacts.

In this view, the aim is to provide a comprehensive overview of argumenta-

tive dialogue and, more specifically, argumentation-based dialogue model for rec-

ommender systems. The resolution of this task results in the framework presented

here, named Argumentation in Recommender Dialogue Agents (ARDA), whose de-

tails will be found in the next chapters.

1.2 Computational realisation of Argumentation: his-

tory and challenges

In recent years, dialogue systems have gained significant attention and have

become an integral part of our daily interactions with technology. These systems

are designed to facilitate seamless communication between humans and machines,

enabling us to accomplish various tasks, seek information, and even receive recom-

mendations. Within the field of dialogue systems, argumentation plays a crucial role

[Prakken, 2018b]. Furthermore, dialogue is fundamental to argumentation, serving

as the dialectical foundation for determining which arguments are recognised as

acceptable. Moreover, argumentation can itself form the basis of dialogue, where
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participants engage in an exchange of arguments to reach a consensus on what is

acceptable by the end of the interaction [Black et al., 2021].

In this Section, I will investigate the importance of argumentation in dialogue

systems, with a specific focus on its role in enhancing the performance and accuracy

of recommender systems, representing a case study for ARDA.

Formal and computational argumentation are originally studied in dialogue

systems with respect to dialectic. In this area of studies, two main research threads

are found: argumentation-based inference and argumentation-based dialogue. Ar-

gumentation based inference concentrates on establishing what conclusions can be

reached starting from a possibly incomplete or inconsistent set of information.

From a historical point of view, the work presented in Dung [1995] marks the

introduction of Abstract Argumentation Frameworks (AF) in Artificial Intelligence

but the work from Pollock [1987] first established the basis for formal argumentation-

based inference (see Prakken [2018a] for a full history of both argumentation-based

inference and dialogue). In Pollock [1987], inference rules are divided into deductive

and defeasible reasons. An argument can be attacked on the basis of its defeasible

reasons either by attacking the conclusion of a defeasible inference by means of a

conflicting conclusion or by attacking the inference itself without offering alternative

solutions. Being based on arguments and attack relationships between arguments,

inference graphs are used to graphically represent the structure over which conclu-

sions can be drawn about posed statements.

Argumentation-based inference is a formal method for a single entity to decide

about the truth of an argument and, therefore, does not consider the problems arising

from dialogues among interlocutors. In such cases, information is distributed among

different agents, who may or may not be willing to share it at different points in time

due to individual strategies and goals. This poses a problem both from the point

of view of communication protocols, to ensure fairness and efficiency and from the

point of view of behaviour. Studies on argumentation-based dialogue, in fact, are

often done against the background of Walton and Krabbe’s classification of dialogue

[Walton and Krabbe, 1995a]. In particular, the authors suggest that dialogues can

be classified by what the participants know, what the participants seek to get from

the dialogue, and what the dialogue rules are intended to bring about [Black et al.,

2021]. Framing the study into a certain type of dialogue is very useful for the
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definition of the dialogue moves needed to reach the conversational goal, especially

in the field of human-machine interaction. Adopting a goal-oriented perspective,

dialogues have been classified in Walton [1984], Walton and Krabbe [1995a] as:

1. Persuasion: aimed at solving a difference of opinion. In a persuasion dialogue

usually there are two participants, the proponent (or protagonist) who tries to

prove that their point of view argued through the rules of the dialogue, and

the respondent (antagonist) that has the role of asking critical questions to

throw doubt on the proponent’s argument and try to prove that their opposed

thesis is true. In either case, each participant is trying to persuade the other

to change their mind, to accept the opposed proposition. Hence, the aim of

the participants is to extract some concessions or commitments from the other

side, and then uses these propositions as premises for arguments to persuade

the other side.

2. Negotiation: aimed at solving a conflict of interest by reaching a deal. Ne-

gotiation dialogue is a form of interest-based bargaining where the goal is for

each party to try to "get the best deal" where the participants make conces-

sions to each other in order to try to maximize their own share of a given

quantity of goods. Here the goal is not to show that a proposition can be ar-

gued for as right or true, based on relevant evidence but a commitment seen as

a concession or sacrifice of some goods or services in order to encourage com-

parable concessions from the other side in the hopes of reaching a negotiated

settlement.

3. Information seeking: aimed at information exchange. The information-

seeking dialogue is a type of dialogue highly asymmetrical since the respondent

appears to the proponent to be a repository of information that the proponent

cannot get access to other than by questioning the respondent. The role of the

respondent is to transmit this information by giving relevant answers hence

making the dialogue of a non-adversarial nature. In Grice’s theory, the concept

of informativeness is conveyed by the first maxim of quantity: ’Make your con-

tribution [to a conversation] as informative as is required’ [Grice, 1975, p.67].

This suggests that a reply to a question should give not just information, but

information relevant to the resolution of dialogue. Sperber and Wilson [1997]
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define relevance in a context that appears comparable to what we are calling

information-seeking dialogue. They treat relevance as a relation between a

proposition and a context [Sperber and Wilson, 1997, p.107], and the rele-

vance of a proposition is defined as the extent to which its contextual effects

are large and easy to infer (p. 125).

4. Deliberation: aimed at reaching a decision or at establishing a course of

action. Joint deliberation is a symmetrical type of dialogue in which the two

parties perform the same roles in putting forward suggestions and making

recommendations on how to proceed in trying to fulfil their goals by taking

some form of action in a given situation. They reason together on how to

proceed when they are confronted by a practical problem or conflict, and,

where such a conflict exists, the kind of reasoning may be called decision-

making. However, deliberation is not always confined to decision making, but

generally involves discourse with another party in deciding how to proceed in

particular circumstances in relation to the goals of the two parties. The two

parties who deliberate together are called agents. An agent is an intelligent

entity who is aware of the external situation, and by acting, the agent can bring

about changes in that situation, be aware of the resulting changes, and modify

his or her future actions accordingly. Wooldridge and Jennings claim there

is a weaker notion of agency, according to which an agent has the following

four characteristics: (1) autonomy, or control over actions; (2) social ability,

or capacity to interact with other agents in dialogue; (3) reactivity, or ability

to respond to changes in an environment; and (4) pro-activeness, or the ability

to take the initiative instead of just reacting to something (1995, p. 116)

5. Inquiry: aimed at growth of knowledge and agreement per se; The inquiry is

an essentially collaborative and cumulative context of dialogue, meaning that

retraction of commitments is not intended to be generally permitted. The goal

of the inquiry is to prove a disputable or questionable proposition, if possible,

by basing it on premises that can be established as known to be true. The

intent is to try to minimize, or even eliminate, if possible, the need for later

retractions since it is a hierarchical type of argumentation where the premises

are supposed to be known or established, and the conclusions to be drawn
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exclusively from these premises..

6. Quarrel: aimed at winning a verbal fight or a contest.The quarrel is char-

acterized by truculence, high emotion, and a virtual absence of rules, it can

function as a means for giving vent to emotions. It is, in effect, as Walton

[1992] points out a kind of verbal combat to the death with no holds barred.

These categories are not, however, meant to be absolute as multiple goals may

be present during a single dialogue and shifting from one type of dialogue to the

other over the course of the interaction is also possible. Persuasion dialogues appear

to have been the most studied, in the literature, and have been implemented as a

form of intelligent tutoring [Yuan et al., 2004] of procedural justice [Prakken, 2008].

Formal definitions of logic protocols for argumentation-based dialogue are found in

the situation calculus [Brewka, 2001], in the event calculus [Bodenstaff et al., 2006]

and in C++ [Artikis et al., 2007].

Classic approaches to argumentation-based dialogue adopt the same setting

that has been successfully used for argumentation-based inference: that is, inference

rules are derived to establish a course of action that is deterministic given a system

configuration. Structural relationships among claims and various kinds of replies

are established in a formal protocol dedicated to establishing whether a speech act

is legal or not. This allows to provide a formal description of situations when a

dialogue terminates or, in the case of competitive settings, is won. Since persuasion

is the most studied situation in argumentation-based dialogues, a typical example

of formal communication language is the one described in Prakken [2005]. In this

type of setting, a claim provided by an agent A is supported by data, constituting

an argument that can be explicitly put forward as a reply to a why move made

by an agent B, which explicitly requests the speaker to explain the reasons why a

statement should be accepted. Claims can be attacked by counter-arguments, which

are other claims aimed at proving previous statements as false. Conceding and

retracting moves respectively declare the acceptance of a statement or a change of

attitude towards it, from commitment to non-commitment. Note that this does not

imply a change of belief, as it is usually specified that the publicly declared position

of an agent may not reflect what the agent actually believes.

An interesting result is found in the framework of deliberation dialogues when
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collaboration is assumed on the task of finding an optimal solution to a problem

for which none of the involved agents has a solution, yet. In the case of a two-

agents system adhering strictly to the communication protocol, forming their claims

on the basis of their knowledge bases and adopting a collaborative attitude, Black

and Atkinson [2010] demonstrated that the agreed solution is always acceptable

to both parties. The usefulness of argumentation in dialogue systems designed for

deliberation was, instead, demonstrated in Kok et al. [2010].

The problem that characterises argumentation-based dialogue with respect to

argumentation-based inference is the presence of different agents in the setting. This

introduces multiple, not necessarily aligned, knowledge bases and, possibly, differ-

ent/conflicting goals in the pursuit of a solution to a problem. There are attempts

to deal with the partial knowledge each agent has concerning the others’ goals and

knowledge using rule-based systems: Dunne and Bench-Capon [2006] examines the

consequences of having suspicions of hidden agenda in the case of negotiation based

dialogues while, in Kok [2013], the strategic usefulness of reinforcing an agent’s own

claims versus the usefulness of undermining the other agents’ claims is considered.

These approaches, however, have been recently surpassed by more flexible, proba-

bilistic approaches, modelling opponents in terms of probability distributions over

their possible beliefs and goals and using these to compute the utility of each legal

dialogue move depending on their own goals and beliefs (e.g. Hadjinikolis et al.

[2013], Rienstra et al. [2013]). Moreover, recent work put forward the need to model

the degree or strength of an agent’s belief towards a statement, modelled as the

probability of the statement being true, rather than assuming it to either be or not

be true [Hunter and Thimm, 2016, 2017].

In this view, the emergence of communication strategies may depend on three

factors:

• Beliefs: collected knowledge organised into a stable structure;

• Contextual observations: evidence from the perceived world that may or may

not contradict current beliefs;

• Goals: conscious, unconscious and pseudo-goals changing the subjective view

about the relationship between observed reality and current beliefs.

As we will see in Section 2.1, an argumentation-based dialogue system should be
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provided with the representation of the aforementioned types of knowledge. Most

importantly, such goal-oriented systems are designed to assist users in accomplishing

specific tasks or goals and can apply different linguistic strategies (i.e., argumenta-

tion, explanation, etc.) to show different types of intentionality. This capability to

select a strategy to pursue a specific goal implies a reasoning that lacks in other

types of systems. But before exploring the issues regarding conversational agents, it

is necessary to present the main approaches used to develop these systems. When

developing dialogue agents, a crucial aspect is the ability to parse and interpret

user input to generate appropriate responses, thereby initiating a conversation. The

method by which these responses are generated depends on the agent’s architecture.

According to research by Adamopoulou and Moussiades [2020]), Singh and Thakur

[2020], and Klopfenstein et al. [2017], agents response models can be classified into

three main categories. However, this classification can be easily extended to spoken

dialogue systems as well:

• Rule-based agents These employ the simplest architecture, where responses

are predefined and triggered according to a set of rules. The internal structure

is akin to a decision tree, with specific outputs defined for each interaction step.

Examples include ELIZA [Weizenbaum, 1966], the first chatbot, which used

linguistic rules and keyword recognition to generate responses, and PARRY

[Colby et al., 1971]), which simulated paranoid behavior using conversational

strategies.

• Retrieval-based agents: These are more complex and generate responses by

retrieving them from a pre-existing database of sentences. Machine Learning

and Natural Language Processing (NLP) models are used to interpret user in-

put through intent classification and entity recognition, determining the most

suitable response. Notable examples include A.L.I.C.E. [Wallace, 2009], which

uses Artificial Intelligence Markup Language (AIML), IBM’s Watson Assis-

tant, and Microsoft’s Cortana, both of which leverage advanced NLP capabil-

ities to produce relevant replies.

• Generative agents: Representing the most advanced architecture, these bots

can create original responses based on user input rather than relying on pre-

defined text. They utilize Deep Learning models to predict and generate the
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next elements in a sequence of words. However, these systems require extensive

training and may produce repetitive or nonsensical responses.

To address these issues, a hybrid approach combining both retrieval and gen-

erative methods is often employed, as seen in virtual assistants like Apple’s Siri and

Amazon’s Alexa [Lopatovska et al., 2019]. This work adopts the hybrid approach

with the goal of harnessing the power of Generative AI while remaining cautious of

its many drawbacks [Frieder et al., 2024, Wei et al., 2022, Ji et al., 2023, Zhuo et al.,

2023], such as faulty reasoning, emergent abilities, nonsensical or unfaithful replies

(i.e., hallucinations), biased and toxic communications, and lack of explainability.

As a matter of fact, systems like GPT make use of Large Language Models (LLMs)

that excel in generating human-like text responses in a conversational manner. This

type of behaviour is, therefore, not intentional and does not subtend the intelligent

pursuit of an objective. Regarding this matter and the impact that LLMs are bring-

ing in the scientific community, an interesting point of view is offered by Mahowald

et al. [2023]. As previously mentioned, LLMs today can produce text that is difficult

to distinguish from human output. They can outperform humans both at some text

comprehension tasks [Srivastava and Singh, 2018, Wang et al., 2018, 2019] and at

next-word prediction [Oh and Schuler, 2023]. Nonetheless, a closer look shows that

there is plenty of room for improvement for these recent advanced models, and in-

tegration with the computational argumentation formalism may solve their present

shortcomings (e.g. lack of explainability) [Castagna et al., 2024] . The problem is

that it is not right to assume that an entity (be it a human or a machine) that

is good at language must also be good at thinking. Mahowald et al. [2023] refer

to this idea as “good at language -> good at thought” fallacy. This fallacy makes

difficult to take into account, during an evaluation process, the distinction between

the machine’s ability to think and its linguistic ability. The second fallacy the au-

thors recognise, is that a model that is bad at thinking must also be a bad model of

language. The authors called this the “bad at thought -> bad at language” fallacy.

LLMs are commonly criticized for their inability to generalize the world knowledge,

as Elazar et al. [2021] point out, but also their lack of commonsense reasoning abili-

ties [Marcus, 2020], failure to learn real meaning of an utterance [Bender and Koller,

2020]. These two types of fallacies are due to the strong conflation of though and

language and, thus, to diminish it, the scholars distinguish two different types of
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linguistic competence: formal competence and functional competence. The former

concerns the knowledge of rules and statistical regularities of language; the latter

the ability to use language in the world. Of course both the linguistic competence

are pivotal in human language since formal capacity acquires value in its situated

context [Clark, 1996, Grice, 1975, Labov, 1978, Lakoff, 1972].

This is because, in addition to being competent in the rules and statistical

regularities of language, a competent language user must be able to use language to

do things in the world [Austin, 1975], he or she has to act in the world and not just

react to it as machine learning agents still do [Pearl and Mackenzie, 2018b]. That

means that the speaker has to deal with perception, cognition and action that are

considered as non-language-specific cognitive functions. The authors also define four

capacities that are not language-specific but are fundamental for the use of language

in real-life settings (further details on the topic will be given in Section 4):

• formal reasoning (logical reasoning, mathematical reasoning, relational reason-

ing, computational thinking, and novel problem solving)

• world knowledge (knowledge of objects and their properties, actions, events,

social agents, facts, and ideas)

• situation modelling (the dynamic tracking of protagonists, locations, and events

as a narrative/conversation unfolds over time)

• social reasoning (understanding the social context of linguistic exchanges, in-

cluding what knowledge is shared, or in ‘Common Ground’, what the mental

states of conversation participants are, and pragmatic reasoning ability)

The way interaction with other agents is shaped, at this point, would be de-

fined by the use of all presented capabilities, reported in Table 1.1. This work tries

to satisfy these requirements by modelling the different combinations of the three

aforementioned factors involved in the evaluation of the current situation (i.e., be-

lief, contextual observations, goals). In other words, the method proposed here con-

tributes to the research field that addresses the aforementioned limitations. Many

other scholars have already attempted to provide effective solutions. Among those

focusing on reasoning and cognitive abilities are Chain of Thought (CoT), Tree of

Thought (ToT), and Graph of Thought (GoT). CoT involves a prompting strategy
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Linguistic

competence

Cognitive

skills

Language

levels

Formal

competence

Linguistic

knowledge

Phonology, morphology, syntax

lexical/compositional semantics. . .

Functional

competence

Formal

reasoning
Logic, math, planning. . .

World

knowledge

Facts, concepts,

common sense. . .

Situation

modeling

Discourse coherence,

narrative structure. . .

Social

reasoning

Pragmatics, Common Ground,

theory of mind. . .

Table 1.1: Linguistic competence required for successful language use [Mahowald

et al., 2023]

that outlines a sequence of intermediate reasoning steps, leading to better perfor-

mance in tasks like arithmetic, symbolic reasoning, and commonsense inferences

[Wei et al., 2022]. However, CoT’s main drawback is its lack of mechanisms to ex-

plore multiple reasoning paths before generating an output, a gap that ToT and

GoT seek to fill. ToT frames problems as a search over a tree structure, with each

node representing a partial solution [Yao et al., 2024], while GoT models the infor-

mation generated by an LLM as a graph, enhancing reasoning by focusing on the

core components of the network [Besta et al., 2024]. Nevertheless, these approaches

still aim to enhance the apparent reasoning capabilities of LLMs by using logical

tools such as graphs or trees to generate adequate prompts. In this work, however,

I propose a model that combines the strengths of the three architecture’s agents

categories by leveraging a linguistically motivated approach. This approach first

utilizes the logical reasoning capabilities of the logical tools and then prompts the

LLM for response generation, thereby maintaining the explainability of the process,

the naturalness of the linguistic output, and the coherence of the discourse.

For the evaluation of this method, the recommendation task is chosen as it

offers an ideal setting to examine the theoretical model that underpins its compu-
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tational implementation. The recommendation task is, indeed, particularly suitable

for this study due to its inner dialogical structure and the defined goal it encom-

passes. This task revolves around a clear dialogical pattern that involves two distinct

phases, Exploration and Exploitation (E&E). These phases can be viewed as two

intertwined types of dialogues: exploration refers here to the system gathering in-

formation about unfamiliar information; conversely, during the exploitation phase,

the system capitalises on the best-known option [Gao et al., 2021]. Throughout

such interactions, the goals at play continually evolve in accordance with the cur-

rent dialogue state. The primary objective of a recommendation dialogue is to

achieve agreement between participants during the exploitation phase, with a focus

on selecting a specific item supported by compelling arguments. Meanwhile, in the

exploration phase, the secondary goal revolves around the need to identify and select

these supporting arguments while establishing a Common Ground [Clark, 1996].

In the following sections, I summarised the theoretical approach to tackle

different kinds of problems related to the development of dialogue systems. This is

intended to propose a unified theoretical and applied computational approach in the

framework of argumentation-based dialogue aimed at surpassing dialogue systems

equipped with machine learning techniques only to conduct dialogue without relying

on the functional linguistic competence.

1.3 Outline of the framework

The motivation behind the framework here presented lies in the general prin-

ciple of collaboration between humanities and technology researchers.

Implementing technological artefacts based on theoretically motivated back-

grounds of course supports explainability and controllability in Artificial Intelligence

systems. On the other hand, this process is not one-directional, as the observations

reported about the performance of these artefacts, especially in their limitations,

gives back to humanities researchers information to further improve the theoretical

hypothesis about dialogue management. This virtuous circle, represented in Figure

1.1, benefits both areas and supports both theoretical advancements in linguistics

and the development of human-centred technology.

The line of research of this work is mainly concerned with argumentation-
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Figure 1.1: Virtuous collaboration between humanities and technological research

areas

based dialogue, as defined in Prakken [2018b]. This thesis, with respect to the field,

presents the following main contributions:

C1 A linguistically-motivated methodological approach ranging from linguistic re-

search to argumentative dialogue systems development;

C2 A graph-based interpretation of corpus-linguistics data analysis methodology;

C3 A technological architecture to implement embodied conversational agents us-

ing the graph representation of linguistics’ concept.

Concerning C1, methodological procedure is articulated starting from linguis-

tics theoretical formulations, their formalisation in graph structures and the use of

these structures to implement technological artefacts designed to test and improve

the theoretical foundations. More specifically, I deal with theoretical aspects of lin-

guistics regarding the use of knowledge for pragmatic purposes, such as the types of

Common Ground, especially for argumentation-based dialogue.

Concerning C2, a graph-based methodology is formalised to improve corpus-

based analysis cross-referencing multiple sources and to represent linguistic aspects

(i.e., questions, arguments selection, information relevance, etc.) in a way that

supports the graph data analysis, that can be applied to linguistics research. Au-

tomatically enriching data and capturing latent information is a research approach

that has become popular in recent times, with the advent of graph databases and the
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extensive application of graph analytic. Graphs provide human-readable, multiple-

view representations of data supporting cross-referencing among different sources.

For linguistic purposes, for example, they allow analysing, at the same time, the

linguistic forms emerging from collected dialogues and the specific usage of domain

items for interaction management purposes. At the same time, being a well-known

mathematical object, graphs can be smoothly re-used to implement conversational

systems.

Concerning C3, given the theoretical foundations for argumentation dialogue

management, technology provides a useful way to test these theories, detect their

weaknesses and iteratively improve them. As a matter of fact, graph structures,

expressed as patterns, take the role of formal definitions of linguistic phenomena or

contextual situations. At the same time, graph-based models for decision making

are able to compensate the probabilistic nature of supervised modules trained on

the collected corpora. Modelling dialogue management strategies for a machine to

follow, that implement the theoretical aspects formalised through linguistic research

in graph terms, enable the investigation and the definition of abstract principles for

argumentation-based dialogue management, which has been missing in favour of the

development of specific applications, as highlighted by Prakken [2018b].

In Figure 1.2, I summarise the structure of the framework, each part of which

will be briefly explained in the next sections.

The main focus of this work falls into Argumenation section, where the the-

oretical model of argumentation is managed. As the figure shows, LORIEN (Lin-

guistically Oriented Resources and Insights as Expressive Network) is the theo-

retical part of the ARDA framework. It represents the methodology applied for

the pragmatic-based knowledge representation and graph-based knowledge manage-

ment. The former deals with pragmatic knowledge of dialogues and it focuses on

its formalization and computational modelling through graph representation. This

module takes into account the analysis of the construction and negotiation of Com-

mon Ground and Common Sense. The overall knowledge representation will be

explained for the sake of the knowledge graph representation understanding. The

graph-based Knowledge management also will be rapidly described, mainly focus-

ing, as previously mentioned, on the Argumentation theory and applications. The

technological part called MORDOR (Modeling Operative Representations for Dia-
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Figure 1.2: Schema of ARDA with its theoretical (LORIEN) and technological

branches (MORDOR). In LORIEN, a pragmatics-based Knowledge Representation

(KR) of conversation is first presented by managing the construction of Common

Ground (CG) and Common Sense (CS). The graph-based Knowledge Management

module (KM), on the other hand, deals with feedback strategies such as Clarification

Requests (CR), also handling dialogue acts, such as argumentation and explanation,

which are fundamental for pursuing conversational goals. The MORDOR module

mainly deals with system behavior management through Behavior Trees and the

final system evaluation.

logue Orchestration Research), on the other hand, is divided in two branches: the

system behaviour Management and the system Evaluation. The former describes

the Behaviour Tree managing the dialogue moves of the system, the latter describes

an evaluation methodology of the Argumentation theoretical model presented in

Chapter 5 through the use of simulated dialogues.
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CHAPTER

TWO

ARGUMENTATION IN RECOMMENDER DIALOGUE

AGENTS (ARDA)

2.1 Linguistically Oriented Resources and Insights as

Expressive Networks (LORIEN)

LORIEN is the methodological approach that makes use of graphs to anal-

yse, represent, and extract semantic and pragmatic information from dialogue data.

The importance of structured knowledge in argumentation-based dialogue should

now be established. To manage this, an efficient and flexible tool to organise and

query complex knowledge bases is needed. Modern approaches to knowledge rep-

resentation are often based upon the concept of graphs and implemented through

graph databases. In this work, I use of Neo4j [Webber, 2012]. Neo4j is an open

source graph database manager that has been developed over the last 16 years and

applied to a high number of tasks related to data representation. The basis of the

knowledge graphs presented in this work is found in Linked Open Data (LOD).

Since pragmatics primarily deals with phenomena that are contextually deter-

mined, representing both situational and communicative context becomes pivotal.

For instance, knowledge graphs are a popular choice for representing domain in-

formation in technological applications. Consequently, dialogue-based applications

often rely on knowledge graphs, as they are useful for representing and studying the

relationships involved in how people use domain knowledge during human-human

dialogues. This supports the modelling of how a machine should mimic their be-
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haviour. Explainable-by-design systems do not rely only on machine learning to

make these strategies emerge so it is important to cross-reference recorded dialogues

with the background knowledge concepts they use. One of the case studies we adopt

to explore how linguistics research methods can be directly linked to dialogue sys-

tems development, is the recommendation task. This has been extensively explored

in the past, and there are numerous available resources for testing data collection,

annotation, and analysis. In this case, the ongoing work aims to formalize a method-

ology for organizing both data and linguistic knowledge as interconnected graphs,

combining multiple resources to extract more information from their integration.

Typically, the first step is to import common knowledge from Linked Open

Data (LOD) sources, such as Wikidata, in order to collect the domain of interest in-

formation. Alternative sources, such as dialogical dataset, are, then, cross-referenced

once imported in the graph database (details will be provided in Section 2.1.1.1).

Briefly, encyclopedic knowledge about the domain is referred to as the Communal

Common Ground, as it is considered objective and generally available [Di Maro,

2021a]. Next, human-human dialogues from a dataset are imported, with dialogue

turns represented as nodes and linked through chains of relationships. Utterances

are also connected to the elements of the Communal Common Ground they refer to.

Since the dialogues collected from a corpus of actual human-machine interactions

cannot be considered common domain knowledge, they represent the Personal Ex-

perience the system has regarding dialogue management in the domain of interest.

Conversely, the current conversation with the system is referred to as the Personal

Common Ground. This dialogue graph representation supports the theoretical ex-

plainability of the model and, subsequently, the behavior of the application.

In the following sections, I will discuss, on one hand, the importance of spe-

cific sets of knowledge—both explicit and implicit—in conveying meaning in dia-

logue, and on the other hand, how to represent them for computational purposes.

(Section 2.1.1). On the other hand, these representations will be applied to develop

the system’s pragmatic skills related to asking for information, explaining, and se-

lecting arguments.(Section 2.1.2). These are the foundations of LORIEN and its

theory-based graph representations enabling dialogue systems to exhibit pragmatic

argumentative skills.
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Figure 2.1: Knowledge graph partitioned into Communal Common Ground, Per-

sonal Common Ground, Personal Experience, and Beliefs

2.1.1 Pragmatics-based Knowledge Representation

This module deals with dialogue knowledge representation mainly focusing

on the pragmatic aspects of human interaction. Specifically, for the development

of ARDA, two different graph-based knowledge types are considered, i.e., Common

Ground (CG) and Common Sense (CS). They will be described in Section 2.1.1.1,

although the latter has not been implemented yet. However, in this framework, the

aim of implementing Common Sense is to apply it in a conversational setting in

order to overcome ambiguous situations and to request information where it is not

yet clear or made explicit [Mennella et al., 2023].

2.1.1.1 Common ground

This module handles the construction and negotiation of Common Ground to

enable mutual understanding in a conversation. Stalnaker [2002] defined the notion

of Common Ground as the sum of interlocutors’ mutual, common, or joint beliefs

and knowledge. Since Grice [1975], the importance of cooperation in a successful

conversation was pointed out. Specifically, Grice linked the concept of cooperation

to the rationality of speakers and listeners, suggesting that despite the inherent

ambiguity and potential for failure within the linguistic system, individuals generally

use it effectively. This, according to the author, occurs because we assume our

conversational partner is a cooperative agent.

However, the egocentrism perspective [Barr and Keysar, 2004, Giora, 2003,
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Keysar, 2008] challenges the notion that cooperation is both automatic and system-

atic. Drawing on cognitive psychology research, Keysar [2008] contends that our

own perspective, knowledge, and beliefs take precedence over our understanding of

others’ perspectives, knowledge, and beliefs. Furthermore, he highlights that adopt-

ing the perspective of another requires significant attention and effort (2008:279),

and it does not occur as automatically as traditional cooperation-based pragmatics

suggests. In an effort to integrate elements from both cooperation-based pragmatics

and cognitive psychology, Kecskes and Zhang [2009] proposes that “cooperation and

egocentrism are constantly present in the communication process to varying degrees,

and the interplay between conscious recipient design (a result of cooperation) and

subconscious salience (the driving force behind egocentrism) shapes speaker pro-

duction. Conversely, Allan [2013] points out that the authors overstate the case

for egocentrism in communicative discourse. He suggests that egocentrism arises

from the individual salience experienced by the speaker and hearer. In contrast,

the pursuit of Common Ground is a more effortful process that requires the alloca-

tion of cognitive resources to integrate beliefs about the knowledge and perspectives

of other participants in the conversation. Although the integrated concept of con-

scious cooperation and subconscious salience give interesting cues for explaining

interactional behavior in human-machine communication, the intuition of defining

Common Ground as a dynamic integration of beliefs is very appealing for this work.

However, as Dombi et al. [2022] asses, a key distinction that must be emphasized

is that, in the aforementioned authors’ view, both participants actively negotiate

meaning and collaboratively construct Common Ground through a shared and co-

operative effort. In contrast, during human-machine interactions, the responsibility

shifts more heavily towards the human interlocutor, who plays a more prominent

role in identifying and establishing Common Ground, as well as in maintaining coop-

eration throughout the interaction. Following [Allan, 2013] “the initial assumption

about this process is that, normally, Common Ground is quite readily identified by

S(peaker) and recognized by H(earer). When it is not, H typically requests clarifi-

cation (where circumstances allow). S and H may come to feel they are speaking at

cross-purposes and consequently seek to re-assess the Common Ground. At worst

S fails to communicate the intended message and, because of a degree of incompre-

hension, H may be bored or feel insulted by S’s use of language in U. ” In this case,
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thus, the difference between human and machine may lead to an effortful conver-

sation with different types of understanding issues (see section 2.1.2.1). Given so,

the question is how speakers and hearers make the effort to cope with and remedy

the understanding and coordination troubles their differences produce. The fact is

that, even if speaker and hearer lack the Common Ground needed to understand

and respond to each other “effortlessly”, that does not mean that they lack Common

Ground entirely, as Kecskés makes clear [Sanders, 2017]. Kecskés refers to this as

their "core" Common Ground and "emergent" Common Ground, the samenesses two

people have at the outset presumably a composite of what Clark [2015] refers to

as communal and [inter]personal Common Ground. In other words, Kecskés (2014)

argues that when understanding or coordination troubles arise, the remedy is for

speaker and hearer to create an expanded Common Ground.

This process of grounding takes place in dialogue when the interlocutors up-

date their Common Ground by accumulating new information. In Clark and Schaefer

[1989], the classical model of grounding is illustrated: dialogue participants reach

their mutual belief by checking the mutual understanding. This is accomplished

through contributions, that is the communicative actions collected through dialogue.

Contributions can be divided into presentation phase and acceptance phase. Dur-

ing the presentation phase, the utterance is presented, whereas in the acceptance

phase, the utterance is accepted by the interlocutor as understood. The utterance

acceptance or refusal is signalled via diverse types of feedback. The refusal, for

instance, can depend on different aspects, such as acoustic, semantic or intentional

misunderstanding. This process allow participants to constantly update and expand

the Common Ground.

Common Ground, as acknowledged in Clark [2015], can be of four main types:

personal, local, communal and specialised. In this work, we focus on Personal and

Communal Common Ground. Personal Common Ground (PCG) is established col-

lecting information over time through communicative exchanges with an interlocu-

tor and it can be considered as a record of shared experiences with that person.

This specific set of information can also be considered, as in this work, as part

of what builds the Personal Experience (PE) of an interlocutor, useful in the fu-

ture steps of the current interaction or for future exchanges. Communal Common

Ground (CCG), conversely, refers to the amount of information shared with peo-
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ple belonging to the same community, such as general knowledge, knowledge about

social background, education, religion, nationality, and language(s). This distinc-

tion, as previously mentioned, mirrors Kecskes’s (2013) framework, which separates

core Common Ground, the static, generalized knowledge shared by a community,

from emergent Common Ground, the dynamic knowledge created during specific

interactions.

To represent such knowledge and enable the dialogue system to manage beliefs

and understanding issues, I use graph structures that allow for the investigation of

how linguistic concepts can be used to describe in deeper detail the recurring struc-

tures forming between dialogues (PE) and domain knowledge (CCG). As already

mentioned, in LORIEN, I propose the use of graphs to represent different types of

Common Ground and their inter-dependency in the extraction of information for ar-

gumentation purposes (Figure 2.1). Whereas PE is represented by dialogues stored

in the graph, CCG is represented by a more general knowledge, or in other words

by information coming from different resources like Linked Open Data. To be more

precise, the CCG encompasses entities and their relationships within a specific field

of knowledge. For example, in the movie domain, the information concerning the

fact that the director Peter Jackson directed the movie The Lord of the Rings can

be connected by a relationship like [DIRECTED].

Conversely, the PCG is represented via the dialogue turns stored in the graph.

These are, furthermore, connected with specific relationships to particular entities

belonging to the CCG which are mentioned during the interaction. For instance, for

the movie domain application, the fact that a user stated that they like the actor

Ian McKellen is linked to the corresponding node entity of the actor which is in turn

related to other nodes (i.e., other movies he is starring in). The PCG, indeed, keeps

track of the interaction progression with a specific user, allowing for the identifica-

tion of personalised strategies for future engagements and recommendation purposes

(e.g., “User X is interested in fantasy movies; User X chooses to watch The Lord

of the Rings”). This sub-graph maintains a provisional status as it is eventually

incorporated into the PE, which contains information regarding entities and their

relationships obtained from diverse interactions. As such, the PE sub-graph supple-

ments the information contained within the CCG, for other interactions or various

phases of interaction [Di Bratto et al., 2021b]. Finally, beliefs are constructed based
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on the information of the CCG (i.e., I believe that Peter Jackson directed The Lord

of the Rings) and on the information shared during the interaction (i.e., I believe you

told me you liked The Lord of the Rings). In Figure 2.1, the relationship between

the aforementioned sets of knowledge is illustrated. Despite the examples in the

movie domain (more detail will be found is 3.2), it is worth to underline that the

knowledge graph representation is totally scalable in other domain since the labels

of the nodes can be generalised in different argumentation processes. An example

of the scalability of the representation is illustrated in Figure 2.2: PE are repre-

sented by UTTERANCEs nodes and, being conversational information, each node

represents an utterance connected to the following through a FOLLOWED_BY re-

lation. If a named entity is mentioned in an utterance, the node is connected to the

corresponding node presented in the CCG, namely domain information, through a

REFERS_TO information. CCG, then, is populated by domain elements used in

the argumentation process thanks to the generic lables of ARGITEM (argument

item to propose in the Exploitation Phase) and ARGFEATURE (argument features

to propose during the Exploration Phase with the aim of obtaining feedback and

eventually using them as support of the main argument item). The nodes assem-

bling the CCG are connected to each other through PART_OF ontological relation,

fundamental to navigate the graph coherently and independently from the domain

of application.

2.1.2 Graph-based Knowledge Management

The Knowledge Management module refers to the selected grounding strate-

gies to ensure successful conversation. More specifically, in Section 2.1.2.1, I explore

the sub-module dedicated to Clarification Requests (CRs), which includes a selection

of pragmatic skills for ARDA, such as the ability to identify communicative prob-

lems, formulate appropriate clarification requests, and explain decisions and reason-

ing. The formalization of Clarification Requests will be presented, as its hierarchical

structure enables the computational implementation required for the dialogue sys-

tem to communicate effectively (further details will be found in Section 4.1). In

Section 2.2, the sub-module on Argumentation will be presented. This section will

cover strategies for selecting the most plausible arguments. Finally, the sub-module

dedicated to explanation will not be developed here, since the implementation is still
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Figure 2.2: An extract of the graph representing the generic structure of the lin-

guistic data, including conversational information nodes chains (UTTERANCEs)

and domain information nodes labelled as argument item and features (ARGFEA-

TUREs, ARGITEMs).

in progress. However, the explanation module results as a consistent part of ARDA

since it allows to distinguish the act of explaining with respect the act of arguing.

As a matter of fact, while explanations have a clarifying function that enable the

recipient to better understand something, with argumentation acts the proponent

proposes reasons for the recipient to come to accept or refute a certain thesis [Aster-

han and Schwarz, 2009]. According to Bex and Walton [2016], Bex et al. [2012], the

distinction between argumentation and explanation lies in the dialogue context in

which the two different speech acts occur. The authors assume that to determine the

context, we need to take into account not just the original intention of the speaker,

but also the broader dialogical context also defined by the utterance replied by the

speaker and the intention of all the participants to the conversation. Thus, follow-

ing the pragmatic theory, argumentation and explanation can be treated as different

speech act with different illocutionary force, i.e. the intention of uttering a proposi-

tional content. So the distinction is basically due to the purposes of explanation and

argumentation: argumentation has the aim of convincing someone else or,at least,

to prove something that is in doubt; if the discourse is used to convey understanding

of something that does not make sense or is incomprehensible, it is an explanation.
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Depending on the type of goal the system aims to achieve, the system will perform

one action or another. This is modeled in our behavior trees, as will be described in

Section 4.1.

2.1.2.1 Clarification Requests

In LORIEN, the formalization and modelling into a graph form of Clarifica-

tion Requests (CRs) are pivotal for a successful dialogue management. Clarification

is a fundamental part of the grounding process introduced in Section 2.1.1.1. Clari-

fication Requests (CRs) are a pragmatic tool used by interlocutors to ensure mutual

understanding [Ginzburg and Macura, 2005], when, for example, when a speaker did

not (fully) understand or is uncertain about what was previously said or meant with

an utterance [Gabsdil, 2003]. According to Purver [2004], interlocutors make use

of CRs, or anaphoric feedback, when there is a problem in processing the previous

utterance. As Clark [1996] points out, to pursue the goal of succeeding in their joint

activity of communicating, interlocutors must ensure that what is being communi-

cated is also correctly understood. To do this, several strategies can be exploited,

such as the use of linguistic and paralinguistic feedback [Traum et al., 1999], among

which we also find CRs. Among scholars who have classified different types of CRs,

Purver [2004] classifies CRs according to the surface form and the compromised ele-

ment on which the request is built. This classification, although very detailed, does

not include information such as the causes and problems that trigger the need for

such requests. Rodríguez and Schlangen [2004], the notion of a problem causing the

instantiation of a CR is, on the other hand, extensively explored. Here, different

types of problems, such as acoustic or lexical problems, are considered determinant

for the use of a given functionally and formally different CR.

Based on these studies and on the analysis of a dialogic corpus, a hierarchical

classification of CRs is proposed [Di Maro, 2021b]. Starting from Allwood et al.

[1992], four basic communicative functions were defined, corresponding to the com-

municative levels of contact, perception, comprehension, and intention [Di Maro,

2021b]. On each of these levels, one or more problems (problems) may occur, trig-

gered by specific linguistic and/or informational issues (triggers). Moreover, CRs

can also occur in different forms: open questions (WQ), alternatives (AQ), po-

lar positive (BroadPQ, NarrowPQ), polar negative (specifically, low negative polar
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Communication Level Problem Trigger Form Function Compromised Item

Understanding Lexical Understanding Unknown_Meaning (MEA) WQ Explanation Clause

Meaning_Ambiguity (AM) AQ Metalinguistic_function Constituent

BroadPQ Disambiguation External

Reference Reconstruction NP_Reference (NP_Ref) NarrowPQ Confirmation Presupposition

Deictic_Reference (De_Ref) TagPQ Interactional

Action_Reference (Act_Ref) LNPQ

Elliptical_Ambiguity (ElA) HNPQ

TagNPQ

Syntactic Understanding Analytical_Ambiguity (AnA) Declarative

Attachment_Ambiguity (AtA) (Imperative)

Coordination_Ambiguity (CoA)

Elliptical_Ambiguity (ElA)

Logical Understanding Cause_Effect (LOG)

Information Processing Missing_Information (Miss_Inf)

Common Ground (CoG)

Table 2.1: CR classification at the Understanding level [Di Maro, 2021a]

questions LNPQ and high negative polar questions HNPQ), declarative sentences.

Each formulation can convey a specific function and refer to a problematic item in

the previous utterance (compromised item). Taking the level of Understanding as

an example (Table 2.1), we identify five different problems, described below:

• Lexical Understanding: presence of lexical items that are unknown or ambigu-

ous to the learner, who then asks for clarification.

• Reference Reconstruction: uncertainties occur in the resolution of an anaphora

or extra-linguistic reference; it may refer to a nominal phrase, a deictic element

or an action.

• Syntactic Understanding: ambiguities may be caused by the different meanings

associated with particular syntactic structures.

• Logical Understanding: occurs when the cause-effect relationship is unclear.

• Information Processing: the information received is not sufficient for the entire

understanding of the message, or the information entered into the Common

Ground must be verified by confirmation or clarification, due to the presence

of a possible inconsistency.

This fine-grained classification and its hierarchical functioning are implemented

in ARDA, as communication problems are managed in the form of behaviour trees
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(see Section 4.1), so that the system knows which pragmatic-dialogical task has to

be performed and in which order to ensure mutual understanding with the human

interlocutor and to reach its communicative goal. For instance, in the movie domain

case study, the inconsistency could occur and be detected between a positive belief

(i.e., like) related to a genre node, such as horror, and a new collected negative belief

related to a movie node, i.e., Hereditary (i.e., an horror movie). This inconsistency

might cause a questioning of the previously constructed belief and the uttering of a

corresponding appropriate CR (i.e., Didn’t you like horror movies?). This leads to

the formation of argument patterns for reaching an agreement in the conversation.

Although CRs section is fundamental for ARDA implementation, this analysis is

not the main concern of this work since it is of interest for future studies.

2.2 The Pursuit of Goals and Plausible Arguments

This module deals with the pursuit of conversational goals through the use of

plausible arguments. This is an illocutionary completion that corresponds to what

happens in argumentation. As mentioned in Section , according to Bermejo-Luque

[2019], a good argumentation contains an implicit inference that connects reasons

to conclusion, where the reasons provided make the conclusion plausible or justified.

For this reason, the selection of the most appropriate items and features supporting

the claim, is pivotal for the achievement of the conversational goal. An example

of argumentation dialogue where the selection of items and features is particularly

clear is the recommendation dialogue. The Recommendation task tends to present a

pattern structured in two phases, Exploration and Exploitation (E&E), intended as

two types of dialogues embedded into each other [Gao et al., 2021]. The main goal

of a recommendation dialogue is to have the interlocutors, during the exploitation

phase, agree over the selection of a specific item, due to its supporting arguments.

The need to select these arguments constitute a secondary goal pursued during

the exploration phase, while building the Common Ground [Clark, 1996, Stalnaker,

2002].

The exploitation phase can be intended as a ground-level dialogue [Krabbe,

2003, p. 83]. If the recommendation had not been accepted, a shift into the ex-

ploration phase would occur. In this case, participants may then move to a meta-
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dialogue in order to have a secondary dialogue on whether the moves in the first

dialogue can be judged to be correct or not by some criteria [Krabbe, 2003, Macagno

and Bigi, 2020]. A meta-dialogue primary purpose, thus, is to help the first dialogue

achieve its end successfully. The structure of the recommendation dialogue heavily

relies on argumentation capabilities, whereas the information collected during the

exploration phase is used to support the proposals used in the exploitation phase,

namely activating an argumentative inference connection reasons to conclusion.

The joint purposes of a dialogue, the interlocutors’ generic “we-intentions”

of pursuing a joint activity [Searle et al., 2002], were classified by Walton in seven

“types of dialogue”, as shown in 1.2 [Walton and Krabbe, 1995b, Walton, 1998,

Macagno, 2008, Macagno and Bigi, 2020]. This typology represents the most com-

mon and generic goal-oriented types of dialogical interactions [Dunin-Keplicz and

Verbrugge, 2001, McBurney and Parsons, 2009]. These types of dialogues described

by Walton show how arguments become essentially intertwined with the dialogical

dimension defined by the dialogical goal that the user proposes through their argu-

ment. Furthermore, an argument has also a pragmatic dimension since it is part of

a dialogue and is grounded on accepted inferential rules, according to the Common

Ground shared between the participants. Thus, this dimension mainly refers to how

an argument is related to the individuals involved [Kecskes, 2014] in terms of their

wills, beliefs and commitments. This highlights how the acceptability of the argu-

ments is strictly correlated to the shared information but also to the amount of good

evidences provided in support of them, framing the evaluation of the arguments in

the epistemic dimension as well [Macagno, 2022].

Novaes [2021] also states there are different types of arguments and different

types of argumentative situations, depending on the communicative goals of the

person involved and background conditions. Specific rules of argumentative engage-

ment may vary depending on these different types of argumentation. Paglieri and

Castelfranchi [2005b] also pay attention to the debate between conventionalist ap-

proaches, which states that the notion of argumentative validity is strictly connected

to the dialogical resolution of the initial contrastive opinion, and the epistemological

approaches, which point out that the argumentative validity is constrained to the

notion of justification. With respect to this debate, the contribution of Paglieri and

Castelfranchi [2005b] lies in the distinction between belief and pragmatic acceptance:
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• Belief-aimed argumentation is found when the arguer aims at generating a

specific belief in the mind of the audience in order to make them committed

to the truth of the claim.

• Acceptance-aimed argumentation is used when the arguer aim at inducing a

pragmatic acceptance committing the audience to go along with it for practical

purposes.

However, the authors underline the fact that the distinction is not meant to

be exclusive since it is possible that the speaker wants to produce both a belief and

acceptance, according to the goals of the speakers.

Moreover, the authors take into consideration the nature of these dialogical

commitments and, with respect to the distinction between belief and acceptance,

they divide them in two types:

• Pragmatic commitment: its is an obligation, retracted only under appropriate

circumstances, to act coherently with the content of a given assertion, and to

provide reason for one’s acceptance of that content for practical purposes.

• Epistemic commitment: it is an obligation, retractable only under appropriate

circumstances, to uphold the factual truth of the content of a given assertion,

and to provide reason for one’s belief in that content.

This other distinction, of course, remains strictly dependent to the arguer’s

goals on the audience’s mind. In other words, the focus is on the degree of illocu-

tionary force of the speech act uttered by the arguer, as well as its realization in

terms of perlocutionary effect on the audience—not merely to convince, but as one

of many potential goals [Bermejo-Luque, 2019, Corredor, 2021]. This process can, of

course, affect the efficacy of the argument, but also the kind of justification adopted

whether the relevant commitment is either pragmatic or epistemic.

Novaes [2021] also focuses on the epistemic side of argumentation. She affirms

that we speak of argumentation as an epistemic practice when we take its primary

purpose to be that of improving our beliefs and increasing knowledge, or supporting

learning. To engage in argumentation can be a way to acquire more accurate beliefs:

by examining critically reasons for and against a given position, we would be able to
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Four uses of argument

(depending on the arguer’s goal)
Aiming at:

Acceptance Belief

Level of conviction
Heteronymous

Acceptance-aimed

heteronymous argumentation

Belief-aimed

heteronymous argumentation

Self-sustained
Acceptance-aimed

self-sustained argumentation

Belief-aimed

self-sustained argumentation

Table 2.2: A taxonomy for the uses of arguments

weed out weaker, poorly justified beliefs (likely to be false) and end up with stronger,

suitably justified beliefs (likely to be true).

Given this matter, Paglieri and Castelfranchi [2006] add an orthogonal dimen-

sion to the distinction between belief-aimed and acceptance-aimed dialogue, in order

to refine the resulting taxonomy of uses of arguments. They distinguish two levels of

conviction according to the audience mind in relations with the original proponent:

heteronymous vs. self-sustained conviction. If the audience opinion remains com-

mitted to the arguer’s position, conviction is heteronymous; if the audience develops

the autonomous reason, here persuasion is said to be self-sustained. The resulting

taxonomy is presented in Figure 2.2.

Here, the arguer’s goals make a difference not only in the kind of commitment

expected from the audience, but also in the efficacy of the argument employed to

reach the desired perlocutionary effect. In this work, starting from this assumption,

epistemic commitment is defined as an "obligation to provide reasons supporting a

belief" and it is represented as a continuum, increasing or decreasing according to

the goals of the arguer (learning, convincing or persuading). Regarding the efficacy

of the argument, I define it in terms of relevance in the context in which the argu-

ment occurs. As shown by Figure 2.3, the epistemic commitment is higher when the

goal of the speaker is to increase knowledge and find relevant argument to propose

(exploration phase). In this phase, the system does not know anything about its

interlocutor and, therefore, it is pragmatically committed to finding the most rele-

vant argument to request feedback on, even if the chosen argument may not be very

effective initially.

As the dialogue proceeds, also the goal changes according to the levels of

conviction of the audience, as previously mentioned. The epistemic commitment

decreases since new relevant information is acquired and the system gains confidence

42



regarding the selected argument to propose (exploitation phase). This continuum

essentially represents the system’s behavior in recognizing the goal to pursue, as it is

based on a probabilistic graphical model (the Bayesian network) in which the entropy

level of individual beliefs can be measured, making it interpretable in this context.

The greater its uncertainty regarding the action to take, the more it is inclined

to accumulate new beliefs or modify existing ones. Conversely, the more certain it

becomes by establishing its own beliefs, the more it is focused on persuading the user

and resisting any change to those beliefs. In other words, the system’s uncertainty

defines the relevance of the argument.

Starting from the presented theoretical background and concerning the spe-

cific case of recommendation tasks, we focused on the dialogical goals and took into

account the deliberation process occurring in the exploitation phase and the infor-

mation gathering process defining the exploration phase. The deliberation dialogue,

as explained in 1.2, is a collaborative type of dialogue in which parties collectively

steer actions towards a common goal by agreeing on a proposal that can solve a

problem affecting all of the parties concerned, taking all their interests into account

[Walton, 2019]. Argumentation in deliberation is primarily a matter of identifying

proposals and arguments supporting them and finding critiques of other proposals

[Walton, 2010]. Regarding the exploration phase, on the other hand, the type of

dialogue we take into account could be the information-seeking one, since it is de-

scribed according to an initial situation in which one party lacks the information

that is known by the other, and the goal of the former is to request information from

the other [Walton and Krabbe, 1995b]. However, since in real dialogues the situation

of lack of knowledge is not stable (i.e., new information can modify the epistemic

status and the type of information needed by the participants), a dialogue move can

be considered more generally as aimed at information sharing, namely providing,

requesting, offering information [Macagno and Bigi, 2017, 2020]. From this point

of view, information sharing is certainly less asymmetrical than the information

seeking one, making thus the exploration part of the dialogue as collaborative and

symmetrical as the deliberation part.

To satisfy the goal of both types of dialogues, the selection of the most appro-

priate items and features is pivotal. In this context, this can be reached with the

collection and integration of beliefs during the exploration phase. The recovering
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EXPLORE EXPLOIT

EPISTEMIC COMMITMENT

+ -

Learming Convincing Persuading

Figure 2.3: Representation of epistemic commitment changing according to the ar-

guer’s goal.

of relevant information during this phase is fundamental, so we need to adopt a

strategy to collect feedback about system beliefs candidates.

For this reason, we need a theoretical model allowing the exploration of rel-

evant data, selecting them as belief for the system in order to succeed the process

computationally. Paglieri and Castelfranchi [2005c], in this regard, presented an

alternative model of belief revision (Data-oriented belief revision, DBR) where a se-

lection over such data is performed, to determine the subset of reliable information

(i.e. beliefs) and their degree of strength. Moreover, the authors state that Toul-

min [2003]’s model, which is one of the most influential schema of argumentation

[Paglieri and Castelfranchi, 2005c, p.9]“[. . . ] is liable of immediate implementation

in our model of belief revision, since it defines a specific data structure” to represent

the reasons that determine the construction and revision of beliefs. This epistemic-

driven process is in line with the theory, as argumentation is mainly concerned with

the manipulation of reasons in order to change the audience’s beliefs. According to

the authors, previous models of belief revision fail to integrate with argumentation

theories. Particularly, the AGM paradigm [Gärdenfors, 1988] 1 deviates from ar-

gumentation for two main reasons: i) it does not make any prediction about why

a proposition should be believed, ii) there is no characterisation of the epistemic

states. In their model, on the other hand, data are selected as beliefs on the basis

of their properties, i.e., the possible cognitive reasons to believe such data. More

specifically, their theoretical model accounts for four distinct properties of data, as

follows:

• Credibility: a measure of the number and values of all supporting data,

contrasted with all conflicting data, down to external and internal sources;
1the model is named after their proponents Alchourrón, Gärdenfors, and Makinson
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• Importance: a measure of the epistemic connectivity of the datum, i.e., the

number and values of the data that the agent will have to revise, should he

revise that single one;

• Relevance: a measure of the pragmatic utility of the datum, i.e., the number

and values of the (pursued) goals that depends on that datum;

• (Un-)Likeability: a measure of the motivational appeal of the datum, i.e.,

the number and values of the (pursued) goals that are directly fulfilled by that

datum.

The authors pointed out that credibility, importance and likeability determine the

outcomes of belief selection, i.e., whether a candidate data is to be believed or

not, and with which strength, while relevance is crucial in pre-selecting the sub-set

of active data (focusing), i.e., determining which information in the agent’s data

base are useful/appropriate for the current task, and should therefore be taken in

consideration as candidate beliefs Paglieri and Castelfranchi [2004]. In the next

section, it will be explained how this linguistic and cognitive model of argument

selection can be easily associated with mathematical measures that a dialogue system

can rely on.

2.2.1 From the theory to the computational application

The important aspect for the selection of the theoretical model of argument

selection is the measurability of the described features. The implementation of

the dialogue management module is based on a graph database (GD) hosting a

knowledge base of common facts collected from Linked Open Data sources using the

procedure described in Origlia et al. [2022c] and reported in 2.1.1.1.

Graph analysis allows to find regularities that can be exploited to form new

background theories and to support technological approaches built upon them.

Among the various measures, we adopt a network analysis procedure with the HITS

algorithm [Kleinberg, 1999a], which attributes authority and hub scores to the nodes.

Respectively, these measures indicate how many nodes with high hub scores point

towards the considered node and, symmetrically, how many authority nodes can

be reached from the considered node. This step, combined with the human-human
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(a) Source: Paglieri and Castelfranchi [2004] (b) Source: Kleinberg [1999a]

Figure 2.4: The mapping of theoretical concepts of plausible arguments (a) with a

densely linked set of hub (cyan) and authoritative nodes (orange) (b). Nodes with a

high hub score refer to to nodes with a high authority score, while nodes with a high

authority score are referred to by nodes with a high hub score. These scores provide

insight over the relevant parts of the graph structure. The image shows how the

structure of the cognitive model for data representation in (a) can be easily mapped

on the network analysis concepts presented in (b).

dialogues analysis, provides indications about how the disambiguation of nodes in

the network should be prioritised given the quality of the datum they contain.

Thus, a crucial factor in determining whether a new piece of information will

be accepted or rejected as belief, is the degree of connectivity of the new datum in

the user’s background knowledge, defining, thus, its level of plausibility, i.e, the de-

gree of connectivity or effectiveness of an argument within the dialogue. According

to Paglieri and Castelfranchi [2004]’s data networks, there are two case of argu-

mentation through plausibility: i) self-evident data having a large number of data

connections that support them; ii) explanatory data which, in turn, are connected

to many other data to support them, as shown in Figure 2.4a. At the same time,

from a mathematical point of view, a datum is considered authoritative among the

others when it has several data supporting it (i.e, self-evident datum), whereas a

datum has a high hub score when it supports other kind of authoritative data (i.e.,

explanatory data), as shown in Figure 2.4b. Hubs and authorities represent what

Kleinberg [1999a] called a mutually reinforcing relationship meaning that a good

hub is a node that points to many good authorities, while a good authority is a

node that is referred to by many good hubs.
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The proposed system selects data on the basis of four measures corresponding

to cognitive properties. The system maps these properties on numerical aspects

computed over the graph structure:

• Credibility corresponds to the authority score since it can be associated to

“a measure of the number and values of all supporting data" [Paglieri and

Castelfranchi, 2005c]. An authority node has a fundamental role in the graph

since a solid number of hub nodes support its validity;

• Importance corresponds to the hub scores, considered as “a measure of the

epistemic connectivity of the datum"[Paglieri and Castelfranchi, 2005c] since

it is connected towards knowledgeable nodes.

• Relevance corresponds to the BNs entropy since it can be mapped on “a

measure of the pragmatic utility of the datum" [Paglieri and Castelfranchi,

2005c], that means a value that allows to decide which relevant and less certain

data needs a feedback to continue with the dialogue interaction.

• (Un-)likeability corresponds to system beliefs (hard evidence) involved in

the selection of the feature, since it explicates the user appeal toward that

kind of data.

The construction of the theoretical model shown in the previous section is

influenced by the needs of a computational approach to theory evaluation, detailed

in MORDOR (Section 4).

Leveraging these measure, thus, the system is able to explore the knowledge

base and select the most appropriate item to propose, using the most relevant feature

to support that kind of decision (further details are reported in Chapter 5, where

an experiment is presented to validate the presented theoretical framework).
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Theoretical model Computational Scores

Credibility Authority score

a measure of the number and values of all

supporting data, contrasted with all conflicting

data, down to external and internal sources.

the authority score identifies the node with

a fundamental role in the graph since a solid

number of hub nodes support its validity.

Importance Hub score

a measure of the epistemic connectivity of the

datum, i.e., the number and values of the data

that the agent will have to revise, should they

revise that single one.

The hub score identifies nodes that, in the graph,

support many authoritative nodes

through their outgoing relationships.

Relevance Entropy

a measure of the pragmatic utility of the datum,

i.e., the number and values of the (pursued)

goals that depends on that datum.

the entropy identifies which relevant and less

certain data needs a feedback to collect

more certain knowledge and improve

the possibilities for the dialogue goal to be achieved.

(Un-)likeability Hard evidence

a measure of the motivational appeal of the

datum, i.e., the number and values of the

(pursued) goals that are directly fulfilled

by that datum.

the system beliefs involvement in the selection

of the feature explicates the user appeal toward

that kind of data.

Table 2.3: Cognitive properties described in Paglieri [2004] mapped on computa-

tional scores
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CHAPTER

THREE

APPLYING THE LORIEN FRAMEWORK: EXPLORING

(AND EXPLOITING) THE MOVIE DOMAIN

With the aim of reproducing linguistic observations in dialogue systems, graph

databases, the cornerstone of LORIEN (Linguistically Oriented Resources and In-

sights as Expressive Network), were applied as a joining link between linguistics and

technology. On the one hand, graphs can be indeed seen as an integrated solution to

dialogue state tracking, knowledge representation, and conflict detection as a fun-

damental building block for dialogue systems with argumentation capabilities, as

shown in Di Maro et al. [2021a], Russo et al. [2022]. In order to apply the LORIEN

methodological process and evaluate it through computational implementation, I

chose the movie domain as the area of interest. This domain is well-suited to the

aims of the study, as it has been extensively researched (particularly in recommen-

dation tasks), and numerous resources are readily available online. Graph databases

have gained popularity, in recent years, for their capability to efficiently represent

complex data in an interpretable, flexible format. In particular, graph databases are

well-suited in cross-referencing different resources so that information distributed

in multiple sources can be analysed in an integrated way. Graph databases found

application in many different fields requiring the management of large datasets char-

acterised by complex interactions among items. In the field of Natural Language

Processing, Word Sense Disambiguation [Yao et al., 2017], Knowledge Base Collec-

tion [Yu et al., 2020] and Fraud Detection [Srivastava and Singh, 2018, Stray, 2019]

are strongly investigated areas. Also, node embedding techniques have been signif-

49



icantly improved to capture latent network semantics to support machine learning

tasks Chanpuriya et al. [2020], Yang et al. [2020].

In this sense, the movies domain represents a well studied case of interest for a

number of different tasks, from dialogue analysis in recommendation [Lee and Choi,

2017] to movie revenues prediction [Zhou et al., 2019] and movie rating prediction

[Forouzandeh et al., 2021]. As there are many different approaches and points of

view about this specific domain, I present a data processing pipeline to integrate,

in a single, graph-based, resource, the information contained in some of the most

relevant resources that are available online. Also, graph analysis techniques are

applied to enrich the obtained network with latent information extracted from the

final graph structure. More in detail, the procedure can be summarised in three

steps:

• Data collection

• Graph database assembling

• Data enrichment

The presented database can serve as a model structure to be used for the

development of more advanced recommender dialogue systems given that, the movie

application domain allows the extraction and the use of relevant information for

argumentation purposes.

Regarding the data collection, automatically collecting and organising large

amounts of data is relatively easy, nowadays, given the availability of Linked Open

Data (LOD). Graph databases, in particular, provide the necessary flexibility to

cross-reference different resources, enabling dialogue analysis in relationship with

domain knowledge representation. From a linguistic point of view, graph databases

have the potential to unlock the extraction of latent knowledge that is not immedi-

ately accessible from the single resources. Specifically, concepts coming from graph

theory and applications, like Pagerank scores and node embeddings, can help identify

regularities in the dialogues that can, later, instruct the design of dialogue systems.

The knowledge base for the movie domain is constructed by collecting data from

various sources and organizing it to enable cross-referencing, which is shown to be

important for argumentation purposes. The resources included and imported into

the graph database are as follows:
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• Internet Movie Database: The Internet Movie Database (IMDb) is the

most popular dabatase for movie, TV, and celebrity contents1. It includes

more than 8 million films and programmes, and about 10 millions actor names.

Besides the information regarding the movies, registered users can also submit

a rating (on a scale of 1 to 10) per each movie. In total, there are nowadays

more than 1 million ratings.

In different studies, such as Herr et al. [2007], the importance of studying and

applying the IMDb database has been underlined. Firstly, the richness of the

database allows a wide variety of data analyses. Secondly, the dataset is well

structured and linked to other datasets, like Wikidata, so the need of semantic

matching techniques, potentially causing errors, is limited.

• Wikidata: IMDb does not provide an ontological view of movies and it does

not report information about awards won by people and movies. These, how-

ever, are important aspects to consider when using domain items for argumen-

tation purposes. Such information is found in Wikidata, which also contains

the IMDb ids (relationship P345) for both movies and persons. Connecting

Wikidata to IMDb is straightforward, given the already existing alignment.

The award_received (relationship P166) relationship in Wikidata connects

movies and awards while also providing optional qualifiers to further detail

the relationship. The qualifier we consider for award_received is winner, con-

necting the relationship to one or multiple people.

• Movielens: Data concerning user evaluations about movies are not taken

from the IMDb’s rating data but from the Movielens 25M dataset [Harper

and Konstan, 2015a]. This contains 25000095 ratings and 1093360 tags across

62423 movies. The data were created by 162541 users between 1995 and 2019.

All selected users had rated at least 20 movies and had been randomly selected.

Movielens is publicly available and it represents a widely used dataset for movie

recommendation tasks with machine learning.

• INSPIRED: The INSPIRED corpus [Hayati et al., 2020] is a dataset con-

taining 1001 recommendation dialogues of two-paired crowd-workers who chat
1http://www.imdb.com/
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in a natural setting in English. The conversations take place between a rec-

ommender and a movie seeker. In order to achieve their communicative goal,

the recommenders have to investigate the seekers’ tastes and propose the most

suitable movie.

In the next section, the INSPIRED dataset will be described in detail. First,

an annotation scheme for the seeker is presented [Di Bratto et al., 2021c], which was

fundamental in training the model to recognize the seeker’s intents. Then, it will be

shown how INSPIRED conversations were imported in graph form and connected to

the knowledge domain extracted from LOD, further enriched using graph analysis

algorithms [Origlia et al., 2022b]. Finally, the potential of cross-referencing different

types of knowledge through graph representation will be described, with a particular

focus on how it can significantly enhance corpus analysis [Di Bratto et al., 2021b].

3.1 INSPIRED seeker annotation

INSPIRED [Hayati et al., 2020] presents a total of 35,811 utterances and a

average of turns per dialogue equal to 10.73 since recommenders are asked to continue

the chat for a minimum of 10 turns. Furthermore, the dataset provides manual

annotations for the recommenders’ utterances. The scheme is based on sociable

recommendation strategies used by the recommenders to persuade the seekers and

encourage them to accept the proposed movie. Information about the acceptance

or refusal of the recommendation is also reported within the dataset. Regarding

the recommenders’ strategies, they are divided in two main categories: preference

elicitation strategies and sociable strategies. The two categories could be respectively

associated with the two typical phases of the recommendation dialogue, i.e., user

information gathering and movie recommendation [Hayati et al., 2020] (i.e., E&E

[Gao et al., 2021]). In the exploration phase, preference elicitation strategies are used

by the Recommender in order to collect sufficient information regarding the seeker’s

preferences and tastes about the movie domain. They are divided in experience

inquiry and opinion inquiry.

In the exploitation phase, on the other hand, eight different strategies have

been recognized. During this phase, thus, the Recommenders can start the inter-

action by offering help to find the recommendation. They can also express their
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personal opinion or personal experience in order to convince the Seekers basing the

recommendation on their own experience. Moreover, they can opt for other persua-

sive strategies such as credibility, similarity, encouragement, preference confirmation

or self-modeling which are mainly used to built rapport with the Seekers, also es-

tablishing and improving their role as domain experts. Through the analysis of the

connection between the use of sociable strategies and the recommendation results,

Hayati and their colleagues show how sociable strategies have a positive impact on

the acceptance of recommendation and how those strategies could improve the dia-

logue quality. As an extension of this work, sociable strategies are cross-referenced

with domain items characterisation and provide a deeper understanding of the dia-

logue flow [Di Bratto et al., 2021a].

Taking into account the Recommender’s annotation scheme proposed by Hay-

ati et al. [2020] and after an inspection of the dialogues included in the INSPIRED

Corpus, an annotation scheme for Seeker’s utterances was developed [Di Bratto et al.,

2021c]. The established categories, while covering the domain-specific user intents,

are in line with some of the relevant domain-independent ones found in the litera-

ture [Jannach et al., 2021, p. 105], e.g., Initiate Conversation, to "start a dialogue

with the system"; Chit-chat, for "utterances unrelated to the recommendation goal"

; Provide Preferences, to "share preferences with the system"; Ask for Recommenda-

tion, to "obtain system suggestions"; Obtain Explanation, to "learn more about why

something was recommended"; Feedback on Recommendation, to "give feedback on

the provided recommendation(s)"; Quit, to "terminate the conversation".

Seekers’ strategies were divided into four categories.2. The first category cor-

responds to a single strategy, labeled as recommendation_request and used by

the Seeker to generically ask for a candidate item: ex. Do you have any recommen-

dations?

The second category (henceforth called get_movie) includes global request-

ing strategies, by which the Seeker can direct the recommendation process on the

basis of specific attributes of the movies. They are divided as follows:
2In this stage of the this part of the research, the focus was on the labelling of communicative

strategies used by the Seekers in the above mentioned "user information gathering" and "movie

recommendation" phases of dialogues. Other strategies, located at the beginning (greetings) and at

the end of the dialogues (intentionality, acceptance, refusal) were identified as confirm, reject and

GiveName and used just for the system training but not in this primary analysis

53



• get_from_genre, used to ask for a candidate item according to its genre; ex.

What kind of comedy movies do you have to recommend?

• get_by_actor, used to ask for a candidate item featuring a specific actor/actress;

ex. Do you have another movie with Tom Hanks?

• get_similar_to, used to ask for a candidate item with analogous attributes to

another specified item; I would love to see a remake or something similar to

Notting Hill.

• get_by_year, used to ask for a candidate item according to its release date;

Do you know anything more recent?

The third category corresponds to the giving preference strategies usually

uttered by the Seeker to reply to the Recommender’s inquiries:

• personal_opinion used to specify personal preferences over candidate items or

one/some of their attributes. Also, it can express a positive or negative value

towards them; ex. I liked the acting and the movie itself; I didn’t like that

movie.

• personal_experience, used to tell about experiences that could be present or

not in the past, thus defining if the Seeker have or have not watched that

movie; ex. I saw the trailer for For v Ferrari; No, I haven’t seen it.

Finally, the get_info category includes local requesting strategies uttered

by the Seeker to require information about a specific, recommended movie. This

category includes:

• get_genre, used to asks about the value of the attribute "genre" for a specified

item; ex. Is it an action movie?

• get_acted_in, used to ask about the movie’s cast; Do you know who else is in

the cast?

• get_score, used to request information about the quality evaluation of the

movie; ex. How about the new Rambo?

• get_plot, used to ask about the storyline of a movie; ex. Could you tell me

what the general plot is?
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In order to test the validity of the annotation system, Seekers’ utterances taken

from the first 20 dialogues between Recommenders and Seekers (331 utterances pro-

duced by Seekers) were annotated by 5 annotators. Each Seeker’s utterance could be

given one or two labels: a second label was added in those cases in which two strate-

gies were expressed by the Seeker in the same utterance. In most of these cases the

assignment of a first and a second label was facilitated by the sequentiality of infor-

mation in the utterance (ex.the utterance I recently watched John Wick 3, very good

movie, in my opinion and fully action packed was given personal_experience as first

label and personal_opinion as second label by all the annotators); on the contrary,

other cases could present a higher level of ambiguity (for example, in case an annota-

tor intended the utterance i like the sci-fi movies to express both personal_opinion

and get_from_genre. In these cases, there was not a unique criterion to identify

which one was the first and which one was the second label). Data about annotators

agreement and preliminary results of Seekers’ strategies based on this annotation are

presented in the following sections.

3.1.0.1 Annotation Quality

Since the annotation system accounts for the possibility of having two different

strategies within the same utterance, the agreement among the 5 annotators could

have 3 possible outcomes: for each utterance there could be i) agreement (A), all

5 annotators agreed on both first and second label (type and presence); ii) partial

agreement (PA), at least one annotator disagreed on one strategy, though all 5

agreed on the other (e.g. all annotators agree on the first label, but no agreement

is reached on the second); iii) disagreement (D), at least one disagreement for both

labels.

In most cases (about 85%), the annotators agreed on at least one of the strate-

gies detected. More specifically, A was reached in about 35% of the utterances,

while PA in 50% of the cases. D was registered only for 15% of the utterances. The

confusion matrix reported below shows more detailed information about the single

strategies. Data reported in the matrix are mean percentages of values of the 10

pairs of annotators: label-by-label agreement was first calculated for each pair of

annotators and then mean values for all the pairs were extracted and plotted in

the matrix to check for which strategies reported, on average, the highest levels of
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Figure 3.1: Confusion matrix of the labels assigned by the 5 annotators. The data

reported were calculated as mean percentages over the whole dataset of pairwise

annotator agreement. No-label refers to the absence of a second strategy; opinion

and experience were split into two different strategies according to their evaluation

(positive vs negative for experience and present vs not present for experience)

agreement or disagreement across the annotators (Figure 3.1).

It is clear from the matrix that most cases of disagreement refer to get_from_genre.

More generally, the matrix shows that among the cases of disagreement, the annota-

tors failed to agree on the assignment of labels relative to global and local requesting

strategies, which were often annotated as not representing a specific strategy at all.

A sounder measure for the agreement (Fleiss’ Kappa) was calculated for those ut-

terance in which all annotators agreed to assign only one label, which amount to

about 1/3 of the total of the utterances3. The Fleiss’ Kappa value obtained for

these annotation is 0.887, indicating an overall high agreement among the 5 anno-

tators. The inspection of the score obtained for each specific label shows that while

all strategies were detected with a high level of agreement, low values are registered

for the category get_from_genre (Kappa = 0.247)
3The measure was not calculated for the whole data set because of the absence of a stable

criterion for ordering strategies in case two were present (see section 3).
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3.1.0.2 Retrieved Data

This section presents a description of the strategies employed by Seekers in

the subset analyzed. The data reported here refer to those utterances in which all

5 annotators agreed on the type of strategy detected.

The most frequent strategy is the expression of personal opinions, which alone

accounts for almost 50% of the total of the strategies. Of these, the great majority

(around 90%) is represented by the strategy ’personal_opinion_pos’. The strat-

egy ’personal_experience’ is also quite frequent, amounting to around 20% of the

strategies; among these, the expression of absence of experience (ex. No, I haven’t

seen that movie) is more frequent, accounting for more that 60%. Recommenda-

tion requests account for 10% of the strategies, while the remainder is made up of

those strategies aiming at either collecting specific information about a movie (i.e.,

get_info) or eliciting a title given a specific preference (i.e., get_movie). Of the

former set of strategies, the information that is more frequently asked concerns the

plot of the movie, while for the latter, Seekers appear to be most interested in the

release date. Although annotated data about the Seekers’ turns are referred to a

small subset of the whole corpus, it is possible to draw some preliminary strategies

on the co-construction of the dialogue by the two participants, by considering the

by-turn distribution of the strategies in both participants. As for the Seeker, the

different strategies employed are not evenly distributed across the dialogue turns, as

shown in Fig.3.2. The plot shows that recommendation requests are almost the only

strategy employed at the beginning of the dialogue, after which their occurrence

drops dramatically. On the contrary, the occurrence of get_info and get_movie in-

crease as the dialogue unfolds. Personal opinion and experience, on the other hand,

are more evenly distributed, with a drop of their occurrence in the median turns.

As for the Recommender, the by-turn distribution of strategies is shown in Fig.3.3.

The plot shows that, on the Recommender side, the use of the strategy of-

fer_help mirrors the use by the Seeker of a request for recommendation, being

employed almost exclusively in the first turn. More generally, the first part of the

dialogue is characterized by inquiries, by the Recommender to the Seeker, about

his/her opinions and experiences. While the use of these strategies decreases as the

dialogue unfolds, strategies aimed at overcoming conflicts (e.g. preference confirma-

tion) or persuading/informing (e.g. encouragement or similarity) are more frequent
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Figure 3.2: Distribution of the seeker’s strategies in each turn of the dialogues.

Figure 3.3: Distribution of the recommender’s strategies in each turn of the dialogues

[Hayati et al., 2020]
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in the second half of the dialogue. This is mirrored, on the Seeker side, by the use

of strategies linked to personal opinions/experiences and global and local requesting

strategies.

3.1.0.3 Discussion

This work is supported by the idea that studying communication strategies

used by human speakers is fundamental to improve the performances of dialogue

systems. This was already supported by Hayati and her colleagues (2020) who ana-

lyzed the Recommenders’ sociable strategies in recommendation dialogues to develop

successful and persuasive recommendation dialogue systems. However, considering

the cooperative nature of dialogues, annotating the Seeker’s move has been pivotal

in the training phase of recommendation dialogue systems. Hence, an annotation

scheme for the Seeker’s utterances coherent with the annotation of Recommender’s

utterances has been proposed. Considering the Seeker’s role and main moves, four

categories have been drawn: recommendation requests, global requesting strategies,

giving preference strategies and local requesting strategies. Results on the reliability

of the annotation scheme show that the agreement between the 5 annotators ranges

from substantial to almost perfect [Landis and Koch, 1977] for most strategies but

one, i.e., the strategy used to ask for movies of a specific genre. Similarly, observing

the other cases of disagreement, seemed that they mostly concern the identification

of global and local requesting strategies. Moreover, in most of these cases, annotators

failed to agree on whether an utterance contained a second strategy (manly a specific

title request). In this cases, some annotators assigned a second label believing that

the more specific request was generated as a conversational implicature stemming

from the Seeker’s mention of a certain movie title or attribute and the expression of

his/her own opinions and experiences. The fact that most of the cases of disagree-

ment fall within this situation might also explain why high levels of disagreement

for the get_from_genre label have been registered. Observing the confusion matrix

(Figure 3.1), what can be noticed is that this category has been frequently confused

with the no_label one. An explanation of this phenomenon could be found in utter-

ances like "I love sci-fi movies" to which only the first label as personal_opinion_pos

has been assigned. Nonetheless, other annotators also added get_from_genre as

second label, for the reason explained above. I believe that this does not specifically
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depend on the strategy per se, but simply on the fact that genre is the feature of a

movie that most frequently was mentioned by the Seekers (30% of the total features,

as opposed to i.e. actors and directors, occurring respectively, in 20% and 4% of the

cases), therefore more frequently led the annotators to assign different strategies.

A finer analysis of the turn by turn strategies of the two participants on a larger

number of dialogues would be informative about the extent to which Recommenders

make the inference (and act on it). This would help understand how to treat these

cases.

Concerning the general distribution of the Seekers’ strategies, positive per-

sonal opinion and non-present personal experience seem to be more frequent than

the global and local requesting strategies. The strategies distribution along with the

dialogue turns, on the other hand, shows that the first turns are mainly character-

ized by the occurrence of recommendation requests, reflecting the Recommender’s

strategy of offering help. In the middle of the conversation, requests for getting

information or movie titles increase together with personal opinion and personal ex-

perience, even if the latter seems to be more equally distributed. This distribution

could reflect the fundamental role of the Seeker in modelling the conversation. In the

first phase of exploration the Seekers’ personal opinions are explicitly elicited by the

Recommenders’ inquiries. Instead, in the exploitation phase, the Seeker could also

provide soft evidence of their preferences, which may be used by the Recommender

to help the Seeker find a suitable item. This attitude is very common in human-

human dialogue with respect to the human-machine interaction, since it follows the

principles of cooperative dialogue [Grice, 1975]. For this reason, Recommender sys-

tems that adopt a proactive behaviour and take the initiative to provide a piece of

information that is not explicitly requested, should be able to better achieve the

user needs and fulfil the goal of the dialogue [Balaraman and Magnini, 2020].

3.2 A Multi-source Graph Representation of the Movie

Domain for Recommendation Dialogues Analysis

To represent the assembled full set of data, we adopt Neo4J [Webber, 2012]:

an open source graph database manager that has been developed over the last 16

years and applied to a high number of tasks related to data representation [Di-
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etze et al., 2016], exploration [Drakopoulos et al., 2015] and visualisation [Jiménez

et al., 2016]. Neo4j is characterised by high scalability and ease of use. Differently

from other graph-based approaches, like the ones based on RDF, it uses data struc-

tures that are designed for performance speed and optimised for graph traversal

operations. In general terms, whereas approaches based on RDF are designed for

compatibility and general purpose knowledge representation, graph databases are

more application-oriented. Concerning recommender systems, Neo4j has been used

in Sansonetti et al. [2019] on social media data coming from Facebook and cultural

heritage data coming from DBPedia and Europeana. Neo4j also integrates a ma-

chine learning library4 optimised for graph data analysis. This includes different

kinds of functions to compute different measures to characterise graph nodes, like

centrality and neighbourhood similarities.

The first step of the graph building procedure consists in importing the data

provided by IMDb, which is the most structured data source available for the specific

domain. The main node labels, imported after this step, are MOVIE and PERSON.

Moreover, for the MOVIE nodes, genres are also represented as GENRE nodes (e.g.

WESTERN, THRILLER, etc. . . ), linked by a HAS_GENRE relationship. MOVIE

and PERSON nodes are linked by WORKED_IN, WROTE and DIRECTED re-

lationships, mainly. To introduce textual description of available movies in the

database, plots and synopses written by multiple users about that movie were also

collected from IMDb. For each textual description, a PLOT node is created and

connected to the MOVIE node it refers to by a HAS_PLOT relationship. The text

of the plot is stored as a text property in the PLOT nodes. Node count statistics

for this first part of the procedure are reported in Figure 3.4.

The second part of the procedure covers dialogue data from the INSPIRED

corpus. Since INSPIRED is constituted by a sequence of turns between two sub-

jects acting either as an information seeker or as a domain expert recommender, the

most natural way to represent dialogue history in a graph form is by a nodes chain.

Therefore, each turn is represented by an UTTERANCE node also having a REC-

OMMENDER/SEEKER label representing who stated the sentence. Since there are

no returning users in INSPIRED, there is no need to model them as separate nodes.

UTTERANCE nodes expressing specific intents are marked with labels correspond-
4https://neo4j.com/docs/graph-data-science/current/
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Figure 3.4: Number of nodes, per category, generated after the first import step.

Note that a single node may have multiple labels. Given the strong presence of

PERSON nodes, in the database, we use a logarithmic scale.

ing to the INSPIRED sociable strategies and are linked using FOLLOWED_BY

relationships to keep track of the turns sequences. Connecting INSPIRED to the

data collected from the web is performed using text matches between sub-strings

marked as named entities in the original dataset (e.g. movies, people, etc. . . ) and

the name fields collected from IMDb and Wikidata. At this time, potential ambi-

guities are introduced in the graph due to homonyms: these are later solved dur-

ing graph analysis, as discussed in Section 3.2.0.1. Links between UTTERANCEs

and named entities (MOVIEs and PERSONs) are represented using REFERS_TO

relationships. Statistics concerning the nodes imported after the second step are

reported in Figure 3.5.

At the end of this step, it is possible to analyse the features of the items

involved in the dialogue to demonstrate the importance of cross-referencing resources

in a graph structure. As an example, the release years of the MOVIE items named

in the INSPIRED dialogues have been analysed. This analysis points out a strong

bias towards recently released MOVIEs, as shown in Figure 3.6.

This is an interesting note as it underlines how strong patterns can be found in

attribute values distributions, other than in structural relationships. While there are

machine learning approaches that are able to capture these patterns, like GraphSage

embeddings [Hamilton et al., 2017], many graph-based approach mainly rely on

structural patterns only and may miss this kind of information. From the point

of view of dialogue analysis, this is an indication that data collection time should
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Figure 3.5: Number of nodes, per category (as reported in Hayati et al. [2020]),

generated after the second import step. Note that a single node may have multiple

labels. Given the strong presence of UTTERANCE nodes, in the database, we use

a logarithmic scale.
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Figure 3.6: Release years of the movies people included in INSPIRED talked about.

The bias towards recent movies is clearly visible.
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Label Properties

MOVIE
imdbID, primaryTitle, startYear, endYear,

runtimeMinutes, wfrpembedding, frpembedding, pageRank

PERSON
imdbID, primaryName, birthYear, deathYear

wfrpembedding, frpembedding, pageRank

PLOT text

AWARD primaryName

AWARDINSTANCE -

UTTERANCE text

MOVIELENSUSER frpembedding

WORKED_IN category, job, role

EPISODE_OF seasonNumber, episodeNumber

RATED score

SIMILAR_TO degree

AWARDED_FOR -

AWARDED_TO -

Table 3.1: Node and relationship properties in the database.

be taken into account as a normalisation factor when considering the reason why

named items were selected to support speech acts.

The third part of the procedure covers the integration of the Movielens dataset.

This contains the IMDb identifiers for the movies ratings are referred to so the import

step is straightforward. A MOVIELENSUSER node is created for each user in the

dataset and a RATED relationship with a MOVIE node for each reported rating

in the dataset. RATED relationships have a score property to represent the actual

rating.

The database schema resulting from the data collection procedure is sum-

marised in Figure 3.7, which displays the nodes and relationships. Table 3.1 shows

the node labels and their properties, respectively. Finally an extract of the obtained

structure is illustrated in Figure 3.8.
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Figure 3.7: Nodes and relationships between nodes in the final database.

3.2.0.1 Data enrichment

After organising data coming from different sources in a single structure, en-

richment of the database proceeded using graph-specific algorithms to capture latent

information.

3.2.0.2 Plot similarities

To compute textual similarities among movies using PLOT nodes, only the

ones related to MOVIE nodes has been considered, since they are not episodes of

long-running series nor TV shows or documentaries, obtaining, thus, 1085742 plots.

Also, the results shown in Ranashinghe et al. [2019] have been taken into account,

which have demonstrated that, on the sentence similarity task, stacked embeddings

composed of ELMo [Peters et al., 2018] and BERT embeddings outperformed other

solutions when results were weighted by Smooth Inverse Frequency (SIF) [Arora

et al., 2017]. In this specific case, we compute plots semantic representations using

stacked ELMo and RoBERTa [Liu et al., 2019] embeddings. The procedure consists

of three steps:
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Figure 3.8: An extract of the graph structure, including MOVIEs (purple), PER-

SONs (blue), AWARDINSTANCEs (brown) of AWARDs (red) and UTTERANCEs

(pink).
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• Weighted document embeddings computing

• Principal Components Analysis

• Embeddings re-evaluation

First of all, sentence embeddings are computed, using pre-trained networks,

for each sentence s in each document, as the weighted average of word embeddings

found in the sentence. Weights are computed from the word frequencies, expressed as

the word occurrence probability p(w) : w ∈ W where W are the words in the entire

corpus. Given a constant value a, which we set to 0.001, weights are computed as

a/(p(w) + a), so that more frequent words are weighted less. The weighted sentence

embedding vs is, therefore, obtained as

vs = 1
|s|

∑
w∈s

a

a + p(w)vw (3.1)

Document embeddings vd are obtained by considering the average of the sen-

tence embeddings vs : s ∈ d and d ∈ D where D is the set of all documents. After

computing document embeddings, we consider the X matrix whose rows are the

vd embeddings. The final embedding v̄d is obtained by subtracting, from each vd,

the first principal component of the X matrix. This removes, from the semantic

representation, elements that are common to all the documents, leaving the traits

with actual discriminative power in the data.

For each pair of document embeddings, similarity is computed as the cosine

of the two SIF-weighted embeddings. A SIMILAR_TO relationship is, then, es-

tablished in the database between two PLOTs if the cosine value is higher than

0.8. The SIMILAR_TO relationship has a degree property containing the cosine

between the two SIF-weighted stacked embeddings. As an example of the result of

this procedure, we consider the case of the movie Black Swan. By extracting the

top five MOVIEs that share similar topics in their PLOTs, the database reports the

MOVIEs The Red Shoes, Jeanne Eagels, Flashdance, Funny girl and Stage struck,

all sharing the dance topic. For the case of The Matrix, instead, the top five is

“Control, Alt, Delete”, Elysium, Captain America, Limitless and “I, Robot”, sharing

sci-fi or superhuman topics. After the data enrichment steps, the final size of the

database consists of 110 million nodes and approximately 6 billion relationships.
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3.2.0.3 PageRank

While linking INSPIRED to domain knowledge, the presence of homonyms

can be cause of ambiguity, as shown in the previous Section. In such cases, partic-

ipants refer to specific items sharing their name with other ones without providing

further specification. In these cases, the importance of a single node among all the

potential ones is significantly stronger than all the others so that ambiguities are

only apparently there. To solve these apparent ambiguities, the Pagerank algorithm

can be used. PageRank assigns an importance value to items in the graph as a

measure of their relevance in the graph, in terms of connections. Introduced by

Page et al. [1999], PageRank was designed for Information Retrieval and was widely

used in web searches. As an example of the application of PageRank in this frame-

work, an UTTERANCE extracted from the INSPIRED corpus is shown in Figure

3.9. In this example, the actor Chris Evans is mentioned. There are multiple items

representing people named Chris Evans, in the database, but only one item has a

PageRank score significantly higher than all the others, thus removing the ambigu-

ity. PageRank scores are, thus, can be essential to support entity recognition based

on its relevance in a specific domain. Although PageRank is widely used and recog-

nized as a valid algorithm for Information Retrieval, further analysis of this type was

conducted using another network analysis method, the HITS algorithm Kleinberg

[1999b], which attributes authority and hub scores to the nodes (see Section 5).

3.2.0.4 Node embeddings

To provide context-dependent representations of node semantics, the extended

version of the Fast Random Projection algorithm has been used since it is imple-

mented in the Neo4j Graph Data Science (GDS) Library. Although based on the

original work presented in Achlioptas [2003], GDS extends it by supporting the

use of node properties and relationship weights. In Chen et al. [2019], FastRP

was compared with other well-known node embeddings methods like, among others,

node2vec [Grover and Leskovec, 2016] and DeepWalk [Perozzi et al., 2014]. Re-

sults showed that machine learning approaches trained using FastRP embeddings

reached competitive performances on multiple classification tasks while critically

reducing computation time.

FastRP is based on the Johnson-Lindenstrauss lemma, stating that a set of
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Figure 3.9: Graph showing how an UTTERANCE node (in pink) can be related to

more than one PERSON nodes (in blue) having the same string label (i.e., Chris

Evans). Such cases can be disambiguated through the PageRank algorithm.

69



points distributed in a high-dimensional space can be embedded in a space of signif-

icantly lower dimension while, at the same time, preserving distances among points.

Since rating prediction is a standard task for the application of node embed-

dings to the considered domain, to avoid data leakage from the general domain to

the users included in Movielens, FastRP embeddings have been computed over sep-

arate graph projections. For the first one, we consider MOVIE and PERSON nodes

that were RATED by MOVIELENSUSERs to reduce the size of the domain so that

it was tractable in terms of memory. All MOVIE and PERSON items to which the

INSPIRED corpus UTTERANCEs REFER_TO are included in this subset so cross-

resource consistency is kept. Linked AWARD, AWARDINSTANCE and GENRE

nodes were also included. SIMILAR_TO relationships among PLOTs are mapped

directly between MOVIE nodes to make the projection more compact. Given the

observed relevance of the MOVIEs release year reported in Section 3.2, this property

is imported. Both weighted and unweighted versions of FastRP embeddings were

computed where in the weighted version, the degree property of the SIMILAR_TO

relationships is considered. Since we are mainly interested in computing embeddings

for MOVIE and PERSON nodes, to adequately support the computation of random

walks originating in these nodes, the graph projection removes the orientation of re-

lationships established between MOVIEs and PERSONs, inverts the orientation of

relationships that are incoming to these nodes and keeps the orientation of their out-

going relationships. In the first projection, the embedding dimension was set to 32

where the last 4 components depend on the startYear node property. The algorithm

is limited to three iterations so that third degree neighbours are considered. This is

because the longest chain of interest we identified consisted of the nodes sequence

describing an AWARDINSTANCE which IS_A AWARD and was AWARDED_TO

a PERSON who WORKED_IN a MOVIE.

The second graph projection concerns MOVIELENSUSERs and MOVIEs, to-

gether with the RATED relationships linking them. In order to support machine

learning applications, 80% of the RATED relationships are marked for training while

the rest are left as a test set. FastRP embeddings are computed considering only

training relationships. In this case, only weighted embeddings are computed, con-

sidering the score relationship from the RATED relationships as a weight. This is

because the presence of a RATED relationship may express both a positive or a

70



negative view on the MOVIE. In this projection, we computed embeddings of length

32 but there were no properties taken into account. Two iterations were performed

to consider up to second-degree neighbours.

Evaluating embeddings quality is a complex topic that is usually investigated

using machine learning techniques for prediction tasks. While the database struc-

ture has been designed to support the rating prediction task using the Movielens

database, as described before, this is beyond the scope of this paper. For this reason,

3D data visualisations of FastRP embeddings were provided and obtained using the

T-SNE algorithm [Van der Maaten and Hinton, 2008] on the first projection. For

all the considered cases, the same, empirically chosen, hyperparameters for the T-

SNE algorithm was used. Specifically, perplexity was set to 25, learning rate to 10

and number of iterations to 200. All vectors were normalised to unit length. For

demonstration purposes, we also consider embeddings computed while not consid-

ering SIMILAR_TO relationships, thus not including PLOT text analysis. Figure

3.10 shows the 3D projection of the embeddings computed on this situation. Con-

sidering the case of the Star Wars saga, the represented movies appear to occupy

the same space, on the basis of catalographic information only. When considering

unweighted SIMILAR_TO relationships, the same movies appear to group together

following the different trilogies. An interesting case is represented by Rogue One,

which is clearly separated from all the other movies, as shown in Figure 3.11. Rogue

One is included in a movies cluster that, from a deeper inspection, appears to group

movies for which text analysis did not find very close neighbours. When using

weighted SIMILAR_TO relationships, Figure 3.12 shows that the separation be-

tween Star Wars movies is close to the preceding situation, with a slightly stronger

separation between movie groups. Whether this difference is of practical use will be

evaluated on specific machine learning tasks in future works.

3.2.0.5 Applications to argumentation-based dialogue

The presented work can be framed in the field of formal argumentation and,

more specifically, it refers to the area of argumentation-based dialogue, which still

lacks a solid theoretical framework [Prakken, 2018b]. The presented database, for its

structure and format, supports the study of dialogue strategies adopted in the spe-

cific case of recommendation dialogues while, at the same time, considering techni-
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Figure 3.10: T-SNE 3D projection for the subgraph without PLOT similarities.

Figure 3.11: T-SNE 3D projection for the subgraph with unweighted PLOT simi-

larities.
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Figure 3.12: T-SNE 3D projection for the subgraph with weighted PLOT similarities.

cal aspects concerned with the dialogue systems design. Recommendation dialogues,

here represented by the INSPIRED corpus, are a well studied case of argumentation-

based dialogue.

Exploiting an integrated graph-based structure of multiple sources, as the one

we presented in this work, could be fundamental to study argumentation in the

case of recommendation processes, since providing more information about a rec-

ommended item is a typical approach when providing explanations [Jannach et al.,

2020]. Argumentation strategies, thus, play a pivotal role in recommendation dia-

logues and have significant impact in the design of dialogue systems, since showing

the reasoning behind a recommendation avoids ineffective feedback from the user

and increases their trust and satisfaction [Rago et al., 2018].

As we have seen, graph databases have a great potential as linguistic tools

for dialogue analysis, modelling interaction dynamics and domain knowledge in the

same resource. Furthermore, this representation provides a powerful support to

dialogue systems through machine learning techniques. With graph databases, both

explicit structure and latent knowledge allow to exploit the information stored in

the Common Ground (see 2.1.1) for argumentation purposes to better achieve the

communicative goal.
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3.2.0.6 Conclusions

This section presents the process of assembling a graph database by com-

bining multiple data sources into a unified structure. Specifically, the database

cross-references a corpus of movie recommendation dialogues with domain knowl-

edge collected from various datasets. Additionally, a data enrichment procedure is

introduced, using text processing techniques and graph data science algorithms to

encode complex information into compact representations for subsequent machine

learning tasks.

While the database cannot be distributed due to the inclusion of data from

other sources, the source code to assemble it has been released once the appropriate

licenses were obtained. Moreover, the results of the data enrichment procedures

are provided, allowing direct import into the database without recomputing results,

some of which required significant computational resources. The presented database

offers an integrated representation of data from diverse sources, enabling deep cor-

pus analysis using graph data science in a way that has not been proposed before.

Further details on the potential of this structure for corpus analysis are provided in

the next section.

3.3 Dialogue analysis with graph databases: character-

ising domain items usage for movie recommenda-

tions

Starting from the recollecting of data shown at the beginning of Chapter 3

and the database enrichment procedure described in Section 3.2.0.1, in this Section

the power of the final database will be highlighted Di Bratto et al. [2021a].

Conversing is a joint activity, for which goals and roles of the interlocutors must

be identified and managed in order to reach the conversational targets [Macagno and

Bigi, 2017]. Graph structures clearly open new perspectives in automatic dialogue

management, making it essential to explore how linguistic concepts can be used

to more precisely describe the recurring structures that form between dialogues

(Personal Common Ground, or PCG) and domain knowledge (Communal Common

Ground, or CCG).
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While the CCG contains entities and relationships that represent the com-

mon knowledge of a particular domain (e.g., in the movie domain: ’directors direct

movies,’ ’George Lucas directed Star Wars,’ etc.), the PCG is constructed with ref-

erence to the CCG, selecting specific entities during interaction and relating them

to one another according to particular relationships. CCG has been identified in

the set of data that are obtained by importing commonly available resources while

PE refers to recorded interactions between RECOMMENDERs and SEEKERs. PE

contains information that is not accessible by other interlocutors, as it concerns the

owning speaker, who can disclose parts of it and provide unverifiable information

that other involved actors should trust. The PCG is a subset of the PE involving the

dialogue chain representing the ongoing interaction. Named entities in the PE graph

are linked to items in the CCG by a generic entity linking function representing the

result of the grounding process.

3.3.0.1 Patterns in Common Ground

Using graphs to analyse PE and CCG together allows to extract interpretable

knowledge to obtain deeper understanding of dialogue phenomena and support an

better informed design of dialogue systems with respect to solutions relying on ma-

chine learning only. The examples here provided concern items characterisation in

relationship with dialogue strategies.

Since the presented graph structure captures dialogue dynamics in the form of

FOLLOWED_BY relationship chains, we use it to analyse dialogue dynamics and

to characterise items selected for the employed strategies w.r.t. previous exchanges.

This can put in relationship the PE and the CCG explicitly in the form of ring-like

patterns crossing both the PE and the CCG. The pattern can be used both for

disambiguation purposes and to extract the context that led interlocutors to discuss

a certain item. In the case shown in Figure 3.13, first the MOVIE Knives Out was

named and, after a few turns, a person named Chris Evans. There are 103 people,

in the database, named Chris Evans but only one of them can be directly related

to the previous subject, Knives Out, removing the ambiguity. The pattern involving

the naming of a MOVIE followed by a PERSON can be further studied considering

the annotated sociable strategies for the RECOMMENDER.

Let’s consider the case of ring-like patterns involving a PERSON who can be
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Figure 3.13: A ring-like pattern found in one the INSPIRED dialogues.

Figure 3.14: Strategies distribution in ring-like patterns for UTTERANCEs using

MOVIE and PERSON items. For each pattern, the item and its position in the

considered pattern are found between brackets.

76



related to a previously named MOVIE by a WORKED_IN relationship. In the

database, there are 122 patterns matching these constraints. In this case, MOVIEs

involved in this pattern are used to support mainly sociable strategies such as ex-

perience inquiry but also encouragement to watch the previously proposed movie.

PERSON items, instead, seem to support mostly credibility, used by the RECOM-

MENDER to show expertise and trustworthiness in providing information. The op-

posite pattern, where PERSONs are named before the MOVIE they WORKED_IN,

is less frequent, with 66 occurrences, but presents more variability in the involved

strategies. PERSONs support, in this case, credibility, experience inquiry and per-

sonal opinion strategies mostly, while MOVIEs support personal opinion and en-

couragement strategies. Figure 3.14 shows a summary of the observed distributions

over the considered patterns. These data can be interpreted as an indication of the

transition between two different recommendation dialogue phases. In particular,

PERSON items are mainly used, by RECOMMENDERs, to persuade the SEEKER

by showing competence about MOVIEs mentioned during the Exploration phase.

Here, strategies like experience inquiry are more frequent given that information

about SEEKERs’ tastes and experiences need to be collected Gao et al. [2021]. An

interesting observation arises from the analysis of the inverse pattern as it seems to

present a continuity with the previous one. Also here PERSON items are mainly

used to support credibility, introducing the Exploitation phase, whose aim is to

take advantage of the collected information to recommend a potentially valuable

item. Indeed, the following MOVIE items involved in the pattern seem to occur in

strategies typical of this phase such as personal opinion or encouragement, mainly

used by the RECOMMENDERs to persuade the SEEKER to watch a proposed

MOVIE. The pattern that seems to emerge suggests that, during the Exploration

Phase, RECOMMENDERs build a model of the SEEKER by collecting previously

watched MOVIEs and talking about potentially interesting ones. They show com-

petence about MOVIEs by referencing PERSONs involved in them. The dialogue

then blends into the Exploitation phase, where persuasion strategies are adopted.

To further detail the choice of actors involved in dialogues,the relationship

that actors have with movie genres were considered. Dialogue analysis alone cannot

go beyond frequency observations for specific tokens: the cross-referenced database

allows to relate named items to the categories items of interest fall into. Specifi-
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Figure 3.15: Skewness values distribution.

cally, for each PERSON who WORKED_IN a MOVIE, we consider the skewness of

the corresponding GENRE distribution. Highly skewed distributions are obtained

for PERSONs specialised in a specific GENRE while low skewed distributions are

obtained for more versatile PERSONs. Interestingly, people with mid-skewed dis-

tributions are used more often both w.r.t. specialised PERSONs and w.r.t ver-

satile ones (Figure 3.15). This suggests that people who work in hybrid genres

(e.g. DRAMA/COMEDY) are more informative items to discuss. One possible

explanation would be that these items provide indications about genre nuances or

sub-genres.

3.3.0.2 Discussion and conclusions

Graph databases have a great potential as linguistic tools for dialogue analysis,

modelling interaction dynamics and domain knowledge in the same resource. While

this representation provides a powerful support to dialogue systems through machine

learning, it can be integrated by more informed design based on a qualitative analysis

of the same graph structures. This work has shown a data collection procedure for

a large graph database representing dialogue dynamics explicitly linked to domain

knowledge. In the representation of such data, different kinds of Common Ground

were identified as sub-graphs. The final graph, then, has been used to investigate

the choice of domain items supporting sociable conversational strategies. Recur-

ring patterns involving both dialogue and Common Ground structures can, then, be

78



identified using graph traversal queries. Specifically, the different use of MOVIE and

PERSON nodes have been characterized depending on the order of appearance in a

pattern where the referring nodes are linked by the relationship WORKED_IN, in

the CCG. By analysing the sociable strategies involved in the patterns in which the

specific domain items may occur, it has been characterized how the different use of

the same node categories in opposite patterns (i.e., MOVIE followed by PERSON;

PERSON followed by MOVIE) can be typical of a specific recommendation dialogue

phase. The obtained data describe a way of managing Exploration and Exploitation

phases informing the design of conversational recommender systems. Also, it has

been shown that, in selecting which PERSON items to use when adopting sociable

strategies, RECOMMENDERs seem to prefer PERSONs with mid-skewed distribu-

tions over movie genres, suggesting that opinions about these PERSONs may give

insight about sub-genres.
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CHAPTER

FOUR

MODELING OPERATIVE REPRESENTATIONS FOR

DIALOGUE ORCHESTRATION RESEARCH (MORDOR)

The recent success of Generative AI approaches in managing dialogues has

opened a worldwide discussion concerning the actual process happening when a hu-

man interacts with such a model through linguistic means. In this model, Generative

AI is used, but only constrained to very specific tasks and, in particular, it is not

employed for dialogue management. First of all, three main aspects of generative

models used for dialogue management are highlighted:

• They only capture surface aspects of communication because they are trained

to predict the most probable continuation of some textual input;

• Their only intention or goal is to complete the text: they don’t act to pursue

any other specific goal so they have no other reason to communicate;

• They operate on a reactive basis: being connectionist models, no matter how

complex as they are, they are not conceptually different from Braitenberg

vehicles [Braitenberg, 1986], with all the implications.

On these bases, Generative AI is, indeed, a powerful tool for Natural Language

Generation only and it should be integrated as such in a Conversational Agent. A

complete Conversational AI should have an explicit module dedicated to decision

making modelling INSPIRED by deeper cognitive functions and it should produce

linguistic output as a mean to pursue a desirable goal. Here, it is highlighted, in this

sense, that there is no possibility for dialogues to emerge if one of the involved parties
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does not have an actual communicative intention, which has been the foundational

point for a significant amount of cross-disciplinary research involving linguistics and

AI in the early ’90s [Cohen et al., 1990]. It should be noted that perception of

intentionality, from one of the parties involved in dialogue, is not sufficient for an

actual communicative interaction to actually happen. Corredor [2021] makes clear

that an interactional approach to speech acts focuses on explaining the illocutionary

meaning of utterances by considering not just the speaker’s communicative goals

and intentions but also how the hearer recognizes and interprets the utterance. This

response does not have to be explicitly stated; it may remain tacit or implicit. For

an utterance to be considered a successful illocutionary act, both the speaker and

hearer must acknowledge that it has produced specific effects within their interper-

sonal or social context. In this approach, understanding is not merely about grasping

the content but about recognizing that certain changes have occurred in the social

or interpersonal context, influencing the interlocutors’ normative positions, such as

their obligations, rights, commitments, and entitlements. This opposition between

acting based on beliefs, desires, intentions, and possibly also skills and awareness

[Malle and Knobe, 1997], versus reacting to the hearer’s linguistic stimuli with the

most appropriate content, forms the basis of the presented approach. In an at-

tempt to reconcile classic AI approaches with modern trained statistical models, we

consider dialogues as sequences of co-operative communicative (inter)actions rather

than sequences of coherent language generation reactions. On the other hand, the

flexibility and local contextualization capabilities of large language models offer a

powerful means to translate dialogue intentions into actual linguistic content.

It is important, therefore, not to consider linguistic material as the final output

of the communication process but only as a mean to an end, so that the underly-

ing raison d’exprimer becomes the real goal to pursue. As testified by the amount

of research directed towards modelling the relationship between language and real

world measurements and by the improvement in the quality of semantic represen-

tations, when combined with video or audio data, language has no reason to exist

per se. Causal models [Pearl and Mackenzie, 2018a], in this sense, find their way

into a model of dialogue management as one of the manifestation of higher orders

of intelligence capable to model interventions. In general, I consider language as a

tool used to interact and influence the world to intentionally create desirable out-
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comes, considering cause and effect links between linguistic behaviour and evolving

representations of reality. LORIEN is concerned with investigating communication

strategies in close connection with the pragmatic context, so that the observed com-

munication strategies can be related with the situational needs of the participants in

the dialogue. These models are, then, converted in technological implementations to

verify their soundness and further improve them by studying emergent problems and

contradictions. This work shows the set of methodological procedures to transfer

LORIEN findings for use in a computational model as MORDOR.

In MORDOR, neural approaches are mainly used to manage tasks that are

closer, in the perception-action cycle, to the physical level. Machine learning mod-

els, in general, are extremely good at generalisation and pattern recognition but,

because of their nature, are not a good choice for decision making and symbolic

reasoning, implying the capability to exhibit goal-oriented behaviour. Symbolic AI

was more adapt to long term planning and it had the advantage of providing clearly

interpretable reasoning to motivate its actions, together with less imposing require-

ments of computational power and data availability. On the other hand, because

of its need for exact definitions for everything, it struggled and eventually failed

to provide a valid approach for applications that needed to deal with the physical

reality.

While the advent of machine learning has provided a way to get past the limi-

tations of rule-based reasoners, it appears that the last decade has brought us to the

opposite extreme, with the main research trends using data driven statistical models

for all AI related tasks. MORDOR attempts to take the best of each world by avoid-

ing a one-wins-all approach to model usage and proposing a general architecture for

dialogue management where perception and behaviour synthesis are managed with

neural approaches and deeper layers, dedicated to reasoning and decision making,

are instead implemented using graphical models like native graph databases and

Bayesian Networks. Graph databases, in MORDOR, are used as a modern version

of traditional inference engines, using performance-oriented path search capabilities

in complex networks to implement deduction and data selection skills. Bayesian Net-

works, on the other hand, are used to implement decision making processes, being

able to take into account uncertainties coming from machine learning estimates and

causal relationships between variables. To organise tasks and priorities, MORDOR
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makes use of Behaviour Trees, a traditional AI approach to behaviour selection.

In the rest of this section, it is summarised the architectural organisation of a

MORDOR dialogue manager designed to host theories developed through LORIEN

observations.

4.1 System behaviour Management through Behaviour

Trees

At the highest level, behaviours that can be expressed through dialogue moves

are organised in a tree-like structure defining priority relationships. This model

and the rules to interpret it are called Behaviour Trees (BTs) and they have been

extensively applied in robotics, AI and particularly in the game industry [Iovino

et al., 2022]. In MORDOR, BTs organise dialogue strategies following the priority

order found through LORIEN.

Following the classification of clarification requests (CRs) described in Sec-

tion 2.1.2.1, a hierarchy of potential communication problems exists that have to

be checked and solved, if detected, before considering other dialogue moves. BTs

can efficiently represent the CRs hierarchy as a mathematical model implementing

the mechanism described by the linguistic theory. In general, a sequence of checks

whose order is motivated by CRs model is activated and, if one of these succeeds,

the corresponding clarification strategy is performed, ignoring the rest of the avail-

able behaviours. For instance, a particularly interesting communication problem

concerns conflicts between previous beliefs from the system and incoming evidence

from the user [Di Maro, 2021a]. Linguistics research highlights that specific ques-

tion forms must be used to efficiently communicate the problem, and the transaction

system, made available by graph databases, allows to implement a reasoning mech-

anism that allows to verify that beliefs implied by the user do not conflict with

existing beliefs. Specifically, if no higher priority problem is detected, the system

can temporarily accept the beliefs implied by the last user utterance by opening a

transaction and update the belief graph without committing the changes. Then, con-

flicting patterns can be searched for in the temporary graph: this includes checking

that a belief and its negation do not exist at the same time, in the graph, concerning

the same subject and predicate. If a conflicting pattern is found, the corresponding
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clarification request is generated and the transaction is rolled back. This effectively

implements a hypothesising mechanism that allows the system to reason about what

would happen if it was to accept the belief implied by the user.

If no communication problems are detected, the system can move to intentional

moves. In this case, the priority is given to solving open issues like questions asked

by the user. If no open issues are detected, the system can produce a dialogue

move to direct the dialogue towards the desired goal, like for example having the

user accept a proposed stance, like a recommendation. Deciding which move to

perform, when communication problems are not present, depends on the reason

why the system is producing linguistic moves. The concepts of illocutionary force

and intentionality are foundational to implement a reason to act, in a dialog system,

that goes beyond the reactive behaviour of GPT models. Recovering the concept of

goal-oriented behaviour from traditional AI, here the proposal is that goals can be

expressed as graph patterns that the system aims at creating, in collaboration with

the human user. To create these patterns, the system is provided with linguistic

capabilities it must select and configure in such a way as to maximise their utility.

This approach lies between rule-based and statistical approaches, as it needs to

balance the uncertainty of the information coming from probabilistic estimates with

factual knowledge hosted in the graph database. Following an approach similar to

the one presented in Opendial [Lison and Kennington, 2016], the use of probabilistic

graphical models are adopted, in this case Bayesian Networks (BNs), to implement

goal-oriented decision mechanisms for dialogue management.

Asking questions, in this framework, corresponds to collecting evidence about

the variables in BNs, which represents the implementation of the theoretical foun-

dation provided in Section 2.2, where the theorethical model of Argumentation was

presented. By computing the nodes’ entropy, which represents the uncertainty of

the information contained in the node, and considering the general goals of the sys-

tem, dialogue management strategies can evaluate the next move. Technological

limitations do not allow to create BNs that are as large as the entire database as

they would be unmanageable. It is, however, possible to extract relevant subgraphs

from the database to dynamically assemble BNs to take decisions informed only by

relevant data and their causal structure. Classic part-of relationships represented

in the database, for example, can be used to form causal relationship between vari-
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ables in a BN. Differently from traditional approaches, modern ways to represent

data in the form of graph provide a strong connection between decision systems and

large data hosting, approximating, respectively, the role of working memory and

long-term memory. Selecting a subset of data on which to reason may be done both

by rule-based queries or by using embedding-based similarities, to take into account

nuances in the organisation of the dataset of interest. This extraction operation

may be related to a kind of Artificial Instinct and makes use of authority and hub

scores to prioritise the extraction of nodes, when selecting a relevant subset. In gen-

eral, Graph Data Science techniques, as anticipated in Section 2.2, can support this

step by making latent knowledge emerge from the graph structure using statistical

measures.

When producing dialogue moves, it may be necessary to present inferential

statements, obtained by extracting paths over nodes in the graph, to support the

positions expressed by the system. Depending on the illocutionary force of the state-

ments - the motivations behind their expression - they may represent argumentation,

if they are meant to persuade the interlocutor into accepting an unsettled claim, or

they may represent explanations, if they are meant to let the interlocutor under-

stand a point. In terms of a BT, the illocutionary force of a statement is represented

by the position, in the BT, of the task that generates the statement. In the current

version of MORDOR, inferential statements that support the main statement are

classified as explanations if they are produced in response to a question. If these

statements are generated during the recommendation phase (exploitation) or dur-

ing the exploration phase (where additional user information is collected), they are

considered part of the argumentation process.

Moving through the behaviour hierarchy defined in such a way requires a for-

mal definition of dialogue states activating different system behaviours and produc-

ing adequate utterances. LORIEN analysis describes these dialogue configurations

through Common Graound (CG) representations, possibly integrated by Common

Sense reasoning, as described in Section 2.1.1.1. The same configurations describe

patterns that are used to activate adequate behaviour generation strategies. Graph

configurations, together with BTs organisation, produces a clear sequence of for-

mal checks performed on graph structures activating specific dialogue management

behaviours, as follows:
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• Interpretability: a graph is uninterpretable if any of the graph patterns

describing each of the foreseen communication problems is activated. In these

cases, a clarification request is produced;

• Completeness: an interpretable graph is incomplete if information needed to

respond to the user intent is missing. In these cases, a request for information

is produced;

• Coherence: a complete graph is incoherent if logical conflicts are found in the

belief graph. In these cases, the adequate disambiguation question is produced;

• Stability: a coherent graph is unstable if there are open issues, like unan-

swered questions. In these cases, a question answering strategy is activated;

• Desirability: a stable graph is undesirable if it does not exhibit the goal

pattern. In these cases, the most useful dialog move to create the goal pattern

is produced, like an exploration or exploitation move.

For the case of Incompleteness, the model refers to frame theory for seman-

tics representation [Fillmore et al., 1976] as a starting point. In general, at this point,

the BT can activate Dialogue State Tracking strategies before checking for missing

information in the user utterance, making sure that missing information cannot be

inferred from past interactions: using graph databases, Dialog State Tracking can

be implemented using path-traversal queries exploring dialog history in a way like

the approach presented in Di Maro et al. [2021b]. If, after applying Dialogue State

Tracking, information is still missing, a clarification request is generated.

For the case of Incoherence, a particularly interesting communication prob-

lem concerns conflicts between previous beliefs from the system and incoming evi-

dence from the user. Linguistics research [Domaneschi et al., 2017, Di Maro, 2021a,

Di Maro et al., 2021c] highlights that specific question forms must be used to ef-

ficiently communicate the problem, and the transaction system, made available by

graph databases, allows to implement a reasoning mechanism that allows to verify

that beliefs implied by the user do not conflict with existing beliefs before accepting

them. Specifically, if no higher priority problem is detected, the system can tem-

porarily accept the beliefs implied by the last user utterance by opening a transac-

tion and update the belief graph without committing the changes. Then, conflicting
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Figure 4.1: The main interaction BT. Handles initialisation, assignment of user

IDs, whether known or unknown, and starts the turn management when requested.

Otherwise, it waits for higher priority tasks to be executable. Green nodes represent

tasks, blue nodes represent meta-operations (Sequences or Selectors), red blocks

represent Decorators (possibly with Observers for priority taking). The purple node

represents a sub-tree, expanded in another Figure.
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Figure 4.2: The BT handling the machine turn. If the turn was taken because the

user spoke, the NLU interpretation is tracked in the Graph Database and the subtree

for Reactive Moves takes priority. If this fails or if the user did not speak, the system

considers the necessity of engaging the user in conversation. If this fails, too, the BT

for solving Undesirability is activated. Once a machine action is selected, the BT to

generate the actual utterance is activated. Then, the system speaks and tracks its

own utterance in the graph database.

Figure 4.3: The BT for Reactive Moves checks, first, interpretability problems and

generates a Clarification request following the priorities described in Di Maro [2021a].

The check/clarification pattern is simplified, in the Figure, for readability purposes.

A dedicated subtree handles Information Processing problems. If there are no in-

terpretability problems, the subtree handling Instability is activated.
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Figure 4.4: The BT for Information Processing problems. First, incompleteness

is checked and, if necessary, solved by, first attempting to apply Dialogue State

Tracking or by generating an information request. If the graph is complete, the

belief graph is updated coherently with the user utterance. Then, incoherence in

the belief graph is checked. If an incoherence is found, a clarification request is

generated and the belief graph updates are rolled back.

patterns can be searched for in the temporary graph: this includes checking that

a belief and its negation do not exist at the same time, in the graph, concerning

the same subject and predicate. If a conflicting pattern is found, the corresponding

clarification request is generated, and the transaction is rolled back. This effectively

implements a hypothesising mechanism that allows the system to reason about what

would happen if it accepted the belief implied by the user. Incompleteness and Inco-

herence are both included in the Information Processing category [Di Maro, 2021a],

and the corresponding BT is shown in Figure 4.4.

Clarification requests may involve the system’s stance towards the detected

conflict depending on its goals. One possible way to model this situation is to use

the concept of Interested Anticipatory Representations (IARs) [Miceli and Castel-

franchi, 2014], where the effect on discrepancies on goals is used to describe the oc-

currence of emotions. This aspect is included in the theory but clarification requests

involving confirmation or thwarting of IARs or even conflicting with Common Sense

Knowledge, a dedicated investigation will be conducted in the future. In these cases,

it is possible that, like for the case of neutral conflicts between bias and evidence,
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specific communication strategies are adopted by speakers to indicate preferences or

personal stances towards the expected/desired answer from the interlocutor.

If no communication problems are detected, the system can move to intentional

moves. In this case, the priority is given to solving open issues like questions asked

by the user, covering Instability. Here, the role of Generative AI is relevant, as the

potential applications on question answering are clear. However, the approach pre-

sented here differentiates between questions requiring simple access to catalographic

information and questions requiring the analysis of unstructured contents. In the

first case, Generative AI is not used at all, since the required answer is represented

as structured information and can be used avoiding the risk of hallucinations. For

the case of movies, this kind of questions would be something like “When was this

movie distributed?” “Who acted in this movie?”. Generative AI is, instead, used

to answer questions requiring the use of unstructured data, using RAG (Retrieval

Augmented Generation) approaches like the ones that are now being explored by

the research community [Meduri et al., 2024]. Questions requiring RAG would be

in the line of “Is this movie very violent?”, “What do people say about this movie?”.

Requests for explanations will be investigated separately, as answers should refer

to the Conversational AI reasoning at the preceding step or they may be partially

characterised by a persuading intent, which depends on the system intentions. The

BT managing Instability is shown in Figure 4.5.

If no open issues are detected, the system can produce a move to direct the

dialogue towards the desired goal, like for example having the user accept a proposed

stance, like a recommendation, or asking a question, when the available information

is not sufficient for the system to take a stance. Deciding which move to perform,

when communication problems are not present, depends on the goals of the system

when producing linguistic moves and involves activating a strategic decision mech-

anism. Using the theoretical model proposed in Section 2.2, this work proposes

the use of Probabilistic Graphical Models to solve Undesirability issues and aims

at exploiting the structural similarity between them and the data hosted in Graph

Databases to dynamically assemble decision structures. Given the result obtained

by querying the decision model, the system can estimate whether to take a stance

using a deliberative act or collect more information by generating a question. These

topics are covered in detail in the next section. From a theoretical point of view,

90



Figure 4.5: The BT to manage Instability. If the graph is coherent, changes to the

belief graph are committed and information contained in the user utterance (e.g.,

the user stated their name) is saved in the graph, if necessary. The system, then,

checks if the user asked a question and, in this case, it activates either the strategy

dedicated to catalographic data extraction or the RAG strategy.
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Figure 4.6: The BT to manage Undesirability. The relevant decision context, a

subgraph of the whole knowledge domain, is extracted from the graph database

using the collected beliefs and given the target goals. The structure of the subgraph

is used to dynamically assemble a Probabilistic Graphical Model (e.g., a Bayesian

Network) and to apply evidence to it. Given the final configuration of the decision

model, the system can either deliberate (take a stance and try to concretise the

goal pattern), possibly using supporting arguments to sustain its position, or it can

explore the domain by asking the most useful question to reduce the decision model

entropy.

the organisation of tasks using BTs implies that speech acts can be organised based

on their illocutionary strength and put in relationship with graph configurations.

For Interpretability, the strength is determined by the complexity of the prob-

lem on which to operate the repair. For Incompleteness, it is determined by the

optionality of the information needed, as in the difference made in the Frame The-

ory between Core Frame Elements and Non-Core Frame Elements. For Incoherence,

it is determined by the strength of the beliefs [Hunter and Thimm, 2016, 2017] the

system already has and that are being confuted by incoming evidence proposed by

the interlocutor. For Instability, it is determined by the complexity of the answer to

be provided, explanations being on the boundary with Undesirability because they

may serve other, interested purposes other than to inform. For Undesirability, the

entropy of the decision system determines whether the Conversational AI takes a

stance of collects more information. Moreover, for each graph configuration, the

strength of the speech act is measured using dedicated, secondary axes, as shown in
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Figure 4.7: AI speech acts as a function of illocutionary strength and other dimen-

sions used depending on the graph configuration.

Figure 4.7.

It is worth noting that, in the literature, it was proposed that “There are some

features of the speech act that seem to be affected by variations in degree. First and

most obviously, as was stated most clearly by Searle [1976], each illocutionary force

is connected with the expression of an inner state. Since inner states typically vary

in intensity, in order to fully characterize a speech act that expresses some inner state

of the speaker, it would be sensible to take into account not only the kind of state

expressed, but also its degree of intensity.” [Sbisà, 2001, p.1793]. Concerning speech

acts aimed at solving Undesirability issues, the model proposes that the inner state

of the speaker controlling the degree of illocutionary strength is represented by the

entropy of the decision model. This corresponds to the uncertainty about the per-

locutionary effect of the speech act. In other words, the higher the entropic intensity

of the perlocutionary prediction in the decision model, the higher the strength of

the illocutionary force. In this sense, the BT model proposes that questions are an

intrinsically stronger illocutionary force than deliberative statements. In the case of

argumentation, the degree of entropy in the perlocutionary prediction could ensure

the effectiveness of an argumentative act. A lower entropy level might imply that

the interlocutor recognizes that certain dialectical obligations and rights have come

into play, which is a necessary condition for the act of arguing to be accepted as
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Figure 4.8: The MORDOR process for dialogue management

properly performed. Corredor [2021].

To summarize, the process by which a dialogue system generates linguistic

content for interacting with a human user implements the perception-action cycle.

This involves using different models at various stages to simulate the cognitive mech-

anisms involved in dialogue management. As a general principle, purely statistical

models are found closer to the physical world, for tasks like speech recognition, in-

tent classification and utterance generation. Higher functions are simulated using

technologies that are closer to symbolic reasoning like graph databases. In between,

Bayesian models reconciliate the probabilistic nature of perceptual data with the

factual nature of general knowledge (Section 4.2). This is summarised in Figure 4.8.

The relationship between the different modules involved in a dialogue system

based on MORDOR is, instead, shown in Figure 4.9, where the role of the sentence

generator, informed by an abstract command generator is covered by GPT models,

which are therefore not involved in decision making but only in believable text

generation, also given the dialogue context.

Such systems are implemented using the FANTASIA tool [Origlia et al., 2019a],

designed to implement Embodied Conversational Agents and which architecture is

shown in Section 5.7.1.

4.2 Decision making

The concepts of illocutionary force and intentionality are foundational to im-

plement a raison d’exprimer, in Conversational AI, going beyond the reactive be-

haviour of GPT models, among others. Recovering the concept of goal-oriented

behaviour from symbolic AI, this work proposes that goals can be expressed as
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Figure 4.9: Abstract architecture

graph patterns that the system aims at creating, in collaboration with the human

user. To create these patterns, the system is provided with linguistic capabilities it

must select and configure in such a way as to maximise their pragmatic utility. This

approach lies between symbolic and statistical approaches, as it needs to balance

the uncertainty of the information coming from probabilistic estimates with factual

knowledge hosted in the graph database and its own objectives. Following an ap-

proach inspired by the one presented in Opendial [Lison and Kennington, 2016], this

work adopts the use of Probabilistic Graphical Models (PGMs), like Bayesian Net-

works, to implement goal-oriented decision mechanisms for dialogue management.

Among PGMs, Bayesian Networks [Pearl, 1988] model reasoning under uncertainty

and they are one of the most widely used and successful approaches to AI in the last

decades. The foundation of Bayesian Networks has led to the definition of several

variants and extensions. With Influence Diagrams, decision theory extends proba-

bility theory with utility theory to describe how an agent should act in an uncertain

world. In general, probabilistic graphical models based on Bayesian inference model

the joint probability of all the variables in the network as the product of the condi-

tional probabilities of all the random variables in the network. Bayesian inference

is, then, computed using the Bayes theorem using both prior distributions and con-
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textual evidence over the observable variables. A rational agent, to decide between

alternative actions, will choose the one that maximises the expected utility. Follow-

ing the utility theory, the expected utility is computed by summing up the utilities

of all potential outcome states resulting from that particular action and weighted

by the probabilities assigned to each state.

One of the main advantages of PGMs, with respect to neural approaches, is

that they can be dynamically assembled, configured, and queried with relatively low

computational costs. It is, first, possible to query the graph database to extract

sub-graphs representing knowledge that is relevant for the decision at hand. This

knowledge, being already in graph form, can be mapped over a decision model rep-

resented by a PGM. Since oriented arcs, in PGMs, represent the influence of one

variable over another, ontological relationships in the knowledge base are expected

to be relevant for this task. Modern features offered by graph databases, like vec-

tor indexing over node embeddings, parallel runtime execution and efficient query

plan caching enable high-speed extraction of sub-graphs from the general knowledge

database, using the belief graph to guide path-traversal queries. This technique,

loosely represents the relationship between the widely used concepts, in cognitive

science, of long-term memory and working memory.

After assembling the PGM, prior probabilities are set over its nodes. These

are typically estimated using previous observations or data coming from sources

included in the knowledge graph and represent previous experience. They are used

when no information about the node is available concerning the case at hand (e.g.

the user model constituted by the belief graph does not contain information) but

are influenced by evidence in other nodes, in the network, because of causal chains.

Available information concerning the situation at hand constitute evidence that is

applied to the PGM to run inference. The PGM posterior distributions are, then,

used to estimate the model’s entropy and, consequently, the utility of taking a stance,

provided that the model has low entropy and so predictions are considered reliable,

versus the utility of collecting more information, by asking a question, to reduce

uncertainty on the outcome of a deliberation speech act. The BT proposing this

procedure is shown in Figure 4.10.
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Figure 4.10: The BT for utterance generation. The fluency of GenAI and it compe-

tence with respect to the linguistic context (i.e., using pronouns, courtesy formulas,

etc. . . ) find their role in concretising the speech act. A Text-To-Speech engine is,

then, called to produce the final output.
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CHAPTER

FIVE

LINGUISTICS-BASED DIALOGUE SIMULATIONS TO

EVALUATE ARGUMENTATIVE CONVERSATIONAL

RECOMMENDER SYSTEMS

This chapter will detail an experiment to validate the previously proposed

theoretical framework. In the first part, the theoretical model will be validated

through the implementation of simulated dialogues, a well-established and time-

efficient evaluation procedure. Given the positive results from this initial experi-

ment, the second part of the chapter will focus on validating the dialogue system

through real human-machine interaction. JASON, the Argumentative Conversa-

tional Recommender System (A-CoRS) developed in this study, will be presented.

Finally, human evaluations will be reported and analyzed.

5.1 Introduction

This work [Di Bratto et al., 2024] focuses on a linguistics-based methodology

to select and assess arguments in an argumentation-based dialogue (ABD) scenario.

According to the past research on ABD, argumentation takes into account agent-

related and dialogical aspects. ABD, in fact, deals with phenomena depending on

the dynamic exchange of information that can vary according to turns and partic-

ipants. For the specific case of argumentation in dialogues, although it has long

been studied, there is still no shared theoretical framework to manage it [Prakken,

2018b]. Nevertheless, one of its most popular fields of application is represented by
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Conversational Recommender Systems (CoRS).

In recent years, CoRS have gained significant attention due to their ability to

provide personalised recommendations in a natural and interactive manner [Pramod

and Bafna, 2022, Jannach et al., 2021]. These systems engage users in dialogues,

understanding their preferences and constraints, and offering recommendations that

align with their individual needs. Nevertheless, one important aspect that is em-

phasised by several scholars of argumentation theory lies in the assessment of the

quality and effectiveness of the arguments [Macagno, 2016, 2022]. Since this aspect

was not widely investigated in CoRS, here is presented a novel methodology for eval-

uating the quality of argumentation dialogues in recommendation scenarios within

the framework of what I call Argumentative Conversational Recommender Systems

(A-CoRS). Differently from purely data-driven approaches, typically learning poli-

cies from training sets, our cross-disciplinary approach is fully explainable and goal-

oriented, while still being domain independent. The linguistics-based computational

model implements an exploration-exploitation mechanism based on mathematical

measures corresponding to cognitive pragmatics concepts, so that at each step it is

always possible to investigate the reasons behind a system dialogue move.

The definition of this methodology is founded on specific starting hypotheses

that offer a comprehensive framework for investigating the dynamics of argumenta-

tive dialogue and its potential applications:

H1 Argumentative dialogue can be primarily described using pragmatic features;

H2 It is possible to find mathematical descriptors for these features;

H3 These mathematical descriptors can be used to evaluate dialogue systems with

simulations.

H1 postulates that the essence of argumentative dialogue can be effectively

captured by pragmatic features, emphasising the importance of context, intention,

and meaning in such interactions. For this reason, in Section 2.2, a theoretical model

of Argumentation Based Dialogue has been presented and, here, has been tested on

the specific case of Argumentative Conversational Recommender Systems (A-CoRS).

This model is based on cognitive principles such as relevance, importance, credibility,

and (un-)likeability (further details of the model are found in Section 2.2).
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H2 suggests that these abstract features can be quantified through mathemat-

ical descriptors. In Section 2.2.1 computational measures have been mapped on the

cognitive principles described in the theoretical model. This concept, thus, bridges

the gap between the qualitative nature of communication and quantitative metrics,

potentially leading to a deeper understanding of argumentative discourse. the pre-

sented model is implemented by combining different AI tools that together represent

a) the system’s domain (i.e., graph knowledge base), b) its decision-making capabil-

ities, regarding the elements to be explored and proposed (i.e., Bayesian networks),

and c) the priority of the communicative strategies to be adopted (i.e., Behaviour

trees) (Section 4).

Lastly, H3 proposes that these mathematical descriptors can be harnessed as

parameters for the evaluation of dialogue systems. More specifically, this evaluation

parameters can be applied on simulated dialogues as a preliminary trial ground.

They collectively pave the way for a systematic exploration of argumentative dia-

logues. I propose an evaluation protocol assessing the plausibility and effectiveness

of the system’s argumentation strategies in guiding users towards optimal choices.

Plausibility can be defined as the degree of connectivity or effectiveness of an argu-

ment within the dialogue. It assesses how relevant and believable a new argument

is, based on the quality of the new data and also on its connection with data already

available to that user. Specifically, a plausible argument is one that appears to be

well-supported, logical, and consistent with the available information and common

ground [Paglieri and Castelfranchi, 2004]. It is important to note that plausibility

does not guarantee the truth or correctness of an argument. A plausible argument

may still be incorrect or incomplete. Plausibility is a subjective assessment that

depends on the evaluation of the dialogue participants or the audience.

The evaluation process adopted for H3 involved generating dialogues between

the system and a population of simulated users, in which the system employed

theory-based argumentation strategies to support recommendations. The simula-

tor comprises the system’s theory-based strategies generated considering the beliefs

collected from the personal experience (i.e., knowledge base) and from the user’s

feedback. It also has the capability to refer to the preferences expressed by simu-

lated users. To generate responses from the simulated users, the Movielens dataset

[Harper and Konstan, 2015b] has been considered, a widely used and comprehensive
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movie rating database. The dataset provides a rich source of information, including

user preferences, movie ratings, and contextual information. This enabled us to sim-

ulate plausible conversations between simulated users and the recommender system.

The resulting conversations are then manually evaluated with crowd-sourcing on

multiple aspects: i) naturalness, concerning dialogue life-likeness and the perceived

recommender expertise, ii) plausibility, in terms of appropriateness of the selected

arguments both during information-seeking and recommendation phases. The dia-

logues were evaluated together with data collected from a control group composed

by two sub-sets: a positive sub-set consisting of real human-human examples, and

a negative sub-set consisting of dialogues generated with random argumentative

strategies. This allows to quantify the effectiveness of the argumentation and the

plausibility of the system’s recommendations. Our results confirm that, from the

perspective of functional aspects, both the source theory and its implementation

are valid. Conversely, that social aspects appear not to be captured by the current

version of the simulator. This is reasonable as these aspects were not explicitly con-

sidered by the implementation. This validates the methodology and will allow its

use in future experiments in which the theoretical model will include social aspects.

Moreover, the results obtained in a simulated environment motivate the future or-

ganisation of more time-consuming human-machine interaction experiments with

real users.

5.2 Related Works

Differently from traditional approaches to item recommendation, like the pop-

ular Matrix Factorization [Rendle, 2010], recent developments in Natural Language

Processing have been consistently applied to conversational technology for recom-

mender systems [Zhang et al., 2018, Lei et al., 2020a]. Past approaches have mainly

concentrated on the problem of using machine learning to derive the policy to explore

the domain of interest so that a recommendation can be produced. The importance

of the capability of such systems to ask the right questions has been the basis of

such interest in the scientific community [Zou et al., 2020].

Graph-based models, in particular, have gained significant attention in the

field of CoRS due to their ability to capture complex relationships between items
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and users and to the enhanced expressiveness and explainability they can offer. As

shown in Section 2.1.1.1, graphs can be used to represent the ongoing dialogue and

relate it to the knowledge base in order to extract the appropriate features to explore

[Di Maro et al., 2021b, Origlia et al., 2022c], depending on their connectivity in the

current graph configuration. Similar path reasoning strategies have already been

investigated in other studies [Lei et al., 2020b], where recommendation dialogue

was treated as an interactive path reasoning problem on a graph. According to

their Conversational Path Reasoning framework, by leveraging the graph structure,

irrelevant candidate attributes can be effectively pruned, thereby increasing the

chances to identify user-preferred attributes. Conversational path reasoning is also

at the basis of the approach presented in Deng et al. [2021], where the proposed

dialogue system iteratively explores the knowledge domain using graph convolutional

networks to learn recommendation policies. While this approach provides an elegant

framework to integrate structured knowledge and probabilistic approaches, it does

not offer a way to interpret the decisions made by the system, at each step: a

problem common to most approaches relying heavily on machine learning.

This work in framed in a research program aiming at combining different

Artificial Intelligence models, providing an interpretable, theoretically motivated,

framework for the management of conversational recommendations including ar-

gumentation. In Section 5.4 the description of the technological implementation

of one of the core components of such system will be presented, managing the

Exploration/Exploitation cycle while collecting users’ preferences and using them

to support claims. This kind of hybrid system, in general, uses machine learning

for generalisation and synthesis tasks, like for natural language understanding and

generation, while relying graph databases to implement deductive capabilities and

Bayesian Networks for decision making capabilities. In this work, the main focus is

on the development of the modules for decision making, using graph databases and

Bayesian Networks.

The main contribution consists in a general methodology to manage CoRS

through an interpretable policy that is not learned from the data but is rather

derived from formal theories that have been proposed, in the literature, to describe

the problem of assuming a stance and providing arguments to support it.
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5.3 A-CoRs Simulator

To provide a first evaluation of the described hybrid model, a dialogues simula-

tor was defined to generate synthetic exchanges among a recommender and a seeker

in the movies domain. While clearly less informative than actual dialogues between

human users and a machine, simulated dialogues are more convenient, in this phase

of our research, to develop the theory and test its capabilities before involving hu-

man users. A dialogue simulator has the advantage of highlighting major flaws in

the theoretical model development: by generating clearly unacceptable dialogues

and providing clear interpretation of the causes of the failure, it is possible to refine

the theoretical model before involving human users, which is a costly activity to

perform. Building dialogue simulators is a common practice for the development of

dialogue systems and provides the same advantages, here, that classic approaches to

AI development used to provide, for example with the use of inferential engines and

expert systems. They allow to refine the theory by studying the characteristics of

the unwanted items the theory admits in its iterative formulations. In this Section,

first a general overview of the simulator’s architecture is provided and, then, the

implementation details of each module.

The dialogue simulator is composed by the conversational recommender AI,

implemented on the basis of the previously described principles, and a batch of

simulated users, acting on the basis of a probabilistic model that approximates the

expected behaviour of real users. While the simulator generates template sentences,

the GPT-4 model from OpenAI1 was used to rephrase the template sentences to

improve variability and contextual cohesion. This indicates our position with respect

to the role of Generative AI for dialogue systems: this kind of technology can be

very effectively used to solve the problem of Natural Language Generation, while

decision making should be delegated to other kinds of AI techniques.

The communication between the system and the simulated user is template

based, which means that both Natural Language Understanding (NLU) and Natural

Language Generation (NLG) modules make use of regular expressions to decode the

intentions of the interlocutor. This is useful to exclude interpretation problems from

the simulated environment, where the dialogue management strategy is the focus of
1www.openai.com
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interest. When the user produces an utterance, the system NLU module decodes

it and the Dialogue State Tracking (DST) module updates the graph structure so

that the dialogue evolution is related to the domain knowledge. Given the updated

graph, the system extracts a sub-graph of relevant items on which to reason. This

subgraph is composed of a set of items that can potentially be recommended, of their

most important features and of another set of secondary items sharing the selected

features with the first set of items. The structure connecting these nodes, composed

by part of relationships, allows the system to convert it in a BN by replicating the

orientation of the arcs. The system, then, applies evidence to the BN given both

population and dialogue-specific data so that it can be queried to estimate what the

most useful dialogue move is (exploration or exploitation). The generated system

move, in the form of a template utterance assembled by the system NLG module,

is passed to the model simulating the user. More details about this process are

provided in the following of this section.

The simulated user model uses its own NLU module to interpret the system

move and generates a user reaction given the data coming from a randomly selected

user in the Movielens dataset. This way, the simulated user acts on the basis of the

information collected about real people. An overview of the simulator’s architecture,

including the role of LLMs is shown in Figure 5.1.

In the rest of this Section, I will describe how the models simulating the

Conversational AI and the users are implemented.

5.3.1 Conversational AI

The Conversational AI represents the implementation of the proposed theo-

retical model. By making it interact with simulated users, the goal is to verify that

it is sufficiently stable to be deployed in a human-machine interaction scenario. The

model is designed to extract relevant sub-graphs from the knowledge database, anal-

yse their structure with respect to what is known about the user and compute the

utility of possible dialogue moves. This approach aims at combining the advantages

of long-term planning, typical of rule-based AI, with generalisation capabilities and

fuzzy decision making typical of probabilistic approaches.

When the interaction starts, nothing is known about the user. The system,

then, uses population data coming from Movielens [Harper and Konstan, 2015b] and
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Figure 5.1: The architecture of the simulator. The system and the simulated user

communicate using template sentences, since the focus is on dialogue management

rather than understanding. The resulting interaction is, then, passed to a Large

Language Model (ChatGPT-4) to generate a more natural conversation, which can

be evaluated by human users. The parts where the two models access the graph

database are marked accordingly.
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the results of the network analysis to extract the most informative, generic sub-graph

(i.e., focusing [Paglieri and Castelfranchi, 2004]). To this aim, the system computes

a utility value related to the probability of a movie to have been seen by the user,

using Movielens users ratings as an estimator. As the goal is to recommend a movie

that is not obscure nor too well known, a scoring function peaking at maximum

k value of 1 at 50% probability while producing 0 values at both 0% and 100%

probability levels is adopted.

k = 1 − ( n

2max(n) − 1)2 (5.1)

where n is the number of opinions expressed by Movielens users. This function

attributes maximum utility value to movies that have a normalised probability of

being known of 0.5. The lowest values are assigned to both movies that are most

certainly known or unknown, highlighting that a useful suggestion consists of an

item that is neither obvious nor obscure.

The utility value of each candidate item is obtained by considering the best

balance between the probability of an item to be known and the probability of the

same item to be liked. We therefore define a utility function Usel as the harmonic

mean of k and the average Movielens opinion score o, expressed on a scale of 1 to 5

about the item of interest, normalised between 0 and 1. We therefore obtain

Usel = 2 · k · o

k + o
(5.2)

The best three items are taken as reference to start building the BN together

with their features, like actors, directors and genres are also considered to extract the

most useful subgraph to reason upon. Also, secondary items sharing features with

the primary ones are considered. Specifically, the following procedure is adopted to

assemble the BN:

• Extract the features of primary items;

• For each primary item, extract the top five most useful secondary items, ranked

using equation 5.2;

• Extract all ontological part_of relationships involved in the set of nodes com-

posed by the union of both features and primary/secondary items;
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Theoretical model Computational Scores

Credibility Authority score

a measure of the number and values of all

supporting data, contrasted with all conflicting

data, down to external and internal sources

the authority score identifies the node with

a fundamental role in the graph since a solid

number of hub nodes support its validity

Importance Hub score

a measure of the epistemic connectivity of the

datum, i.e., the number and values of the data

that the agent will have to revise, should they

revise that single one

the hub score identifies the node most connected

to knowledgeable nodes.

Relevance Entropy

a measure of the pragmatic utility of the datum,

i.e., the number and values of the (pursued)

goals that depends on that datum

the entropy identifies which relevant and less

certain data needs a feedback to continue

with the dialogue interaction

(Un-)likeability Hard evidence

a measure of the motivational appeal of the

datum, i.e., the number and values of the

(pursued) goals that are directly fulfilled

by that datum.

the system beliefs involvement in the selection

of the feature explicates the user appeal toward

that kind of data.

Table 5.1: Cognitive properties described in Paglieri [2004] mapped on computa-

tional scores

• Rank the list of relationships using, for each relationship, the authority score

of target nodes as the primary sorting value and the hub score of source nodes

as secondary sorting value.

The size of the BN is limited to at most 30 arcs for performance reasons.

Ordering candidate relationships, in the graph, first by authority scores and then

by hub scores follows the principles described in Section 2.2 and reported again, for

the readers’ convenience, in Table 5.1. Authority is a measure of credibility, so that

the nodes with high support are preferred, in general, in the selection. Hub scores

measure importance, so that, when there are not enough authoritative nodes in the

network, the possibility of discovering them is increased by considering nodes that

support many authoritative nodes, in the network.

The extracted data composes a network in which part of relationships guide

the assembling of the BN, used for decision making. The orientation of part of

relationships defines the relationships in the BN, as shown in Figure 5.2.
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Figure 5.2: The structure of dynamically assembled BNs. Blue nodes represent

primary ARGITEMs (movies the system may want to recommend). Red nodes

represent secondary ARGITEMs (movies the system may ask about to collect in-

formation). Green nodes represent ARGFEATUREs of primary items and may

either be part_of ARGITEMs (like for actors and directors) or ARGITEMs may

be part_of them (like for genres). Secondary ARGITEMs are selected among AR-

GITEMs sharing these features with primary ARGITEMs.
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Concerning a priori distributions, uniform, therefore maximally entropic, dis-

tributions are applied to nodes with no incoming relationships. All other nodes are

represented as aggregator nodes, computing the median appreciation value of their

parents. The contribution of each parent node may, in principle, be weighted de-

pending on authority and hub scores, for example, but this aspect is not considered,

in these experiments, for the sake of simplicity.

Given the obtained Bayesian Network, ratings distributions extracted from

Movielens are applied as soft evidence, where the applied probability density is

computed using Kernel Density Estimation. This way, the BN can represent the

probability of each movie and each feature to be of interest for a generic user, after

applying Bayesian inference. At this point, it is possible to estimate the utility of

recommending each item using the Usel scoring function 5.2. To establish whether

the most useful item is adequate for a recommendation, a dynamic threshold is

used, implemented as a sigmoid function taking the number of turns as a parameter.

The threshold dynamically decreases at increasing speed while the dialogue becomes

longer, simulating the necessity, for the system, to reach a conclusion more and more

urgently as the dialogue continues. As soon as the item with the maximum utility

value gets over the dynamic threshold, the system attempts a recommendation.

When a recommendation cannot be provided, the system computes the most useful

question to ask to the user.

To perform an exploration move, the system follows, in order of priority, four

different strategies, employing the use of the Markov blanket of the most useful item

to recommend the m movie. The Markov blanket MB of a random variable (node)

X in a set of random variables is defined as a subset of random variables belonging to

the same set X belongs to and conditioned on which other variables are independent

with X. Given a parameterised exploration utility function Uex(fm1 , fm2) providing

the harmonic mean of fm1 and fm2 as a utility score, the values assigned to the

parameters of this function vary depending on the following priority order:

• Attempt 1: starting from MB(m), identify the most useful node to explore by

assigning their authority score to fm1 and their entropy score to fm2 ;

• Attempt 2: if no useful nodes can be found with the preceding strategy (e.g. all

authoritative nodes in MB(m) have been explored), identify the most useful
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node to explore among the ones outside MB(m) by assigning their authority

score to fm1 and their entropy score to fm2 ;

• Attempt 3: if no useful nodes can be found with the preceding strategy, starting

from MB(m), identify the most useful node to explore by assigning their hub

score to fm1 and their entropy score to fm2 ;

• Attempt 4: if no useful nodes can be found with the preceding strategy, starting

from MB(m), identify the most useful node to explore among the ones outside

MB(m) by assigning their hub score to fm1 and their entropy score to fm2 .

This step relies on the entropy of each nodes following the principles described

in Section 2.2: entropy is a measure of relevance, so the system aims at collecting

information about data showing the highest pragmatic utility.

Exploration moves can be presented in two forms: an open question or a polar

question. The system prefers the former case when the accumulated utility for a

certain node class (i.e., genres, actors, movies, etc. . . ) accumulates more that 60%

of the total nodes utility and the relative size of the class domain is lower that 10%

of the total domain size of the candidate items. This leads the system to ask open

questions when most of the utility falls in a specific class of nodes and the number

of options is not relatively large. This is based on the assumption that an open

question is intrinsically harder to answer, from a cognitive point of view, than a

polar question so it should be asked only when the number of possible answers is

reduced to avoid imposing cognitive load on the user (in order to confirm or deny

this assumption, an experiment has been setup and described in Section 6). If this

is not the case, a polar question in the basic form “Do you like X?" is asked to

disambiguate the user’s stance towards the most useful node, instead.

When the simulated user answers, the graph structure is updated to represent

the belief graph according to the feedback and a new set of base target items,

consistent with the new beliefs, is extracted together with their features. The details

of this processing are exemplified in Figure 5.3. When beliefs become available in the

graph, the extraction procedure uses these as a further ordering factor to prioritise

extraction, in the following order:

• items that the user explicitly reported not having seen, therefore being the
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Figure 5.3: The interpretation steps performed to update the Belief Graph, once a

new user utterance is collected.

predicate of a negated knows belief and having the highest number of features

being the predicate of positive wants beliefs;

• items having the highest number of features being the predicate of positive

wants beliefs;

• items that the user explicitly reported not having seen, therefore being the

predicate of a negated knows belief and having the highest number of features

being the predicate of positive likes beliefs;

• items having the highest number of features being the predicate of positive

likes beliefs;

When the utility of best recommendable item exceeds the dynamic thresh-

old, an exploitation move is produced. Together with the actual suggestion, the

parameters considered in the theoretical model are used to rank the item’s features.

Consistently with what has been described in Section 2.2.1, the number of features

that are a predicate for the positive wants or likes beliefs associated to the user

represents the (un-)likeability l parameter. The relevance parameter r is estimated

as the normalised feature entropy of the probability distribution over ratings, af-

ter Bayesian inference. The credibility parameter c is represented by the authority

score of the feature. The importance parameter i is represented by its hub score.
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After normalisation, the harmonic mean of the four parameters, for each feature, is

considered as a ranking score Uf , as follows:

Uf = 4
1
r + 1

c + 1
i + 1

l

(5.3)

The first three features in the ranking are, then, used to support the recom-

mendation of the item. The system also reports a short description of the item (the

movie plot) to complete the recommendation. This is mainly necessary to help hu-

man evaluators judge whether the proposed item, with the selected features, would

be accepted by the user. If the user reports having already seen the proposed item,

a new knows belief is created in the graph and the full process repeated until a

recommendation is accepted.

Excluding the NLU module, the implementation of the functional capabilities

of the simulator can be transferred in a FANTASIA based Conversational AI system

as it is. The use of BTs, in a real setting, allows to handle clarification requests,

common ground inconsistencies in general and barge-in.

5.3.2 Simulated Users

In the presented simulator, users behaviours are generated using Movielens

data. Specifically, for each run, a random user is chosen from Movielens and their

scores distribution is used to generate answers.

The simulated user can act either to respond to a recommendation or to answer

a question from the system, covering the following cases

• Answer to a recommendation: if Movielens contains explicit data con-

cerning the actual response of the user taken as reference, this feedback is

provided to the system to state that the user knows the movie and how much

they liked it. If no explicit feedback from the considered user is found in

Movielens, the simulated user reports not having seen the movie and accepts

the recommendation. Whether the recommendation was a good one and the

supporting arguments convincing is one of the aspects that are evaluated by

human participants in our experimental protocol so there is no need to simulate

the acceptance part in the simulated user;
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• Answer to a question (movie): if Movielens contains explicit data concern-

ing the actual response of the user taken as reference, this feedback is provided

to the system to state that the user knows the movie and how much they liked

it. If no explicit feedback from the considered user is found in Movielens, the

simulated user reports not having seen the movie. The simulated user can also

trivially answer to an open question over items (e.g. their favourite movie);

• Answer to a question (feature): the distributions of the Movielens scores

from the considered user to movies exhibiting the target feature is considered.

When the average score is higher than 3.5, the user reports liking the feature.

When it is lower that 2.5, the user reports not liking the feature. When the

two thresholds are not exceeded, the user reports not having a strong opinion

about the feature. In all cases, the simulated user also considers the pres-

ence of outliers, in the distribution, to generate sentences containing exceptive

statements as “I don’t like adventure movies but I liked Indiana Jones". For

the case of open question, given the target class (e.g. a genre or an actor),

items showing features belonging to that class are considered. The feature

showing the highest average score among the selected items is provided as an

answer.

Since the simulator concentrates on dialogue management strategy, the A-

CoRs dialogue system and the simulated user interact using templates, generating

repetitive and mechanical transcripts. To enable human evaluation of the simulated

dialogues and their credibility, the generated templates are passed to an LLM to

generate a more fluent and natural transcript, while keeping the underlying man-

agement strategy intact. For these experiments, ChatGPT-4 was used to convert the

template based synthetic dialogues in more natural transcripts using the following

prompt: Rephrase the following dialogue to make it sound more natural. Keep the

structure and only change the sentences.

5.4 Experimental Setup

In this work, the evaluation parameters of A-CoRS are deepened, which do not

only focus on the quality of the item proposed, as for other recommender systems’

evaluations, but they also consider the features constructing the argument adopted.
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Other studies, such as Lamche et al. [2014], Millecamp et al. [2019], also investigate

the impact of the use of different feature-based explanations on user’s perception

of a recommender system. In this work, I concentrate on a human evaluation of

the plausibility of synthetic dialogues considering also the quality of the supporting

features. As also reported by other scholars [Walton, 2001, Jiménez-Aleixandre and

Brocos, 2018], plausibility should be evaluated considering several factors, including

i) evidence, the presence of relevant, reliable, and sufficient evidence strengthens the

plausibility of an argument; ii) reasoning, the logical coherence and soundness of

the reasoning used to connect the evidence and the claim influence the plausibility,

iii) consistency, the argument should be consistent with established facts, widely

accepted principles, and background knowledge, iv) contextual factors, plausibility

can be influenced by contextual factors such as the expertise of the participants,

the relevance of the argument to the topic under discussion, and the prior beliefs or

biases of the audience.

Given that plausibility is influenced by many different factors, human evalua-

tions are the most reliable indicator for it. For this reason, the approach is evaluated

by collecting human evaluations in a test comparing dialogues generated with our

model, dialogues based on a random item selection model, and dialogues taken from

the INSPIRED Corpus [Hayati et al., 2020] - a dataset of human-human interac-

tion for movie recommendation. Results will be analysed both from a quantitative

and qualitative point of view. Quantitatively, aspects like focusing [Paglieri and

Castelfranchi, 2005a], entropy, and cognitive properties are considered. Qualita-

tively, ratings about the level of plausibility of the dialogue and the quality of the

selected feature supporting argument are considered.

For the subjective evaluation protocol, crowd-sourced judgements about a set

of simulated dialogue are collected. Online crowd-sourcing platforms have become

increasingly popular among researchers as a way to collect data from a large and

diverse population. These allow researchers to recruit participants for online studies

quickly and efficiently, and has been used in a variety of fields, including psychology,

sociology, and computer science [Gadiraju et al., 2017]. The current study utilised

the crowd-sourcing platform Prolific2 [Palan and Schitter, 2018] to investigate how

people evaluate our simulated dialogues compared with dialogues from two different
2Prolific: www.prolific.com/
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types of control groups, a positive and a negative example. 20 participants were

recruited for a survey on Qualtrics3 and were presented with a set of 20 dialogues

and asked them to answer specific questions. The study aimed to explore how par-

ticipants’ responses to the questions varied across different dialogues, and whether

there were any patterns or trends in the data.

In this section, I will provide the details of the study methodology, including

the dialogues’ selection, the question design, and data collection and analysis. Over-

all, I believe that this study provides insights into how people evaluate recommen-

dation dialogues and highlights whether the theoretical background here described

contributes to the generation of plausible recommendation strategies.

The dialogues selection for this experiment aimed to compare simulated dia-

logues to those representing the two positive and negative extremes. Specifically:

1. Positive sub-set of the control group: five dialogues from the INSPIRED

Corpus [Hayati et al., 2020] to represent ideal human-human interactions in

a recommendation scenario; the dialogue were extracted from the Corpus fol-

lowing the level of coherence based on the concept of ring-like patterns, as

described in [Di Bratto et al., 2021b], for which the items explored are con-

nected as based on the knowledge representation;

2. Negative sub-set of the control group: five dialogues generated with our

system, where both the selection of the target items and of the supporting

features during exploitation was randomised;

3. Target group: ten simulated dialogues produced using the proposed com-

putational model. In five dialogues, the simulated user did not express any

initial preference (system initiative). In the remaining five, the simulated user

would start the interaction by stating their main preference (user initiative),

as computed to answer an open question about the preferred genre. This was

useful to account for different interaction strategies observed in the INSPIRED

corpus.

As an example, the following dialogue represents the result of a simulated

interaction between our A-CoRS (Mary) and a simulated user (George).

Simulated interaction
3Qualtrics: www.qualtrics.com/
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Mary: Hi. What can I do for you?

George: Hi. I need a movie recommendation.

Mary: What type of movie do you usually like?

George: War is my favourite genre.

Mary: Okay. Do you like drama too?

George: Yes, I like drama.

Mary: Alright. How about romance?

George: I like romance.

Mary: Do you know Schindler's List?

George: No, I haven't seen Schindler's List.

Mary: Do you like biopics?

George: Yes, I like biopics.

Mary: Then you should watch Schindler's List, it stars Steven

Spielberg, Liam Neeson and Ben Kingsley. It centers around

Oskar Schindler's efforts to protect his Jewish employees in

German-occupied Poland during World War II.

Each participant was given the following instructions:

In this task we ask you to evaluate the quality of the conversa-

tion between Mary, who is trying to recommend a movie, and

George, who is looking for a movie to watch. Read the following

dialogues and provide your ratings using the form.

Q1 Is Mary asking coherent questions to help George finding

a movie?

Q2 Are the two people communicating naturally?

Q3 Does Mary show a good expertise about the movie domain?

Q4 Assuming he has not seen the movie, do you think George

would accept Mary’s suggestion?

For each of the above-mentioned questions, the participants were asked to give
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a score on a Likert scale ranging from 1 (not-at-all) to 5 (very). People were not

informed that the dialogues were, mostly, synthetically generated. Q1 is important

to understand whether the questions posed during the exploration phase are consis-

tent. In fact, if the participant perception tends toward consistency, the argument

features toward which feedback is sought are correctly selected. Q2 refers to the per-

ception of naturalness of the dialogue. Since naturalness can be rather subjective,

the absence of communicative efforts was here used to refer to this. Q3 refers to

another aspect of naturalness, in that if the dialogue is plausible, the Recommender

should be able to show a certain degree of expertise. Q4 is about the quality of the

arguments used, similarly to Q1, but during the exploitation phase.

5.5 Results

Since the collected data represent opinion scores on an ordinal scale, the goal

is to detect the statistical value of the association between the observed scores and

the dialogue types. For this, a Cumulative Link Mixed Model [Agresti, 2012] with

Laplace approximation [Shun and McCullagh, 1995] (CLMM) is fitted to the data,

accounting for random effects due to either the single participants or to the specific

stimuli by considering these as blocking variables. This model determines the odds

of observing high values on the dependent variable (i.e., the Likert score) given the

value of the independent variables (i.e., dialogue type). Five different models are

fitted to analyse the data as a whole and, subsequently, to concentrate on each

specific aspect investigated through the proposed questions. Figure 5.4 shows the

full distribution of the scores among the questions for each considered dialogue type.

Figure 5.5 shows the distribution of the scores for each question.

The full model detected a highly significant association between positive dia-

logues and high scores (p < 0.0001) while, on the other hand, the negative control

dialogues did not exhibit any statistically significant association with high values.

The target group was just weakly associated with high scores but the p-value was

very close to the significance threshold (p = 0.0144). This first model confirms

the quality of the collected data, as the participants were clearly able to separate

positive from negative samples in the control group.

The model built specifically for Q1 provides information about the perceived
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Figure 5.4: The full distribution of scores

(a) Scores distribution for Q1 (b) Scores distribution for Q2

(c) Scores distribution for Q3 (d) Scores distribution for Q4

Figure 5.5: Scores distributions for each question.
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coherence of the features explored during the exploration phase. In this case, positive

dialogues showed only a weakly significant association with high scores, whereas

the other two groups had no significant association. It is possible, in this case

that participants had trouble following the rationale of the exploration strategy

adopted by the recommenders. This, however, appears to be true for human-human

dialogues, too, suggesting that an evaluation of the exploration strategy from an

external point of view may not be feasible. This aspect will further be investigated

during the next step of the research project, involving human users directly in the

interaction.

Analysing Q2, positive dialogues showed a highly significant association with

high scores (p < 0.0001). The target group exhibited a weakly significant associa-

tion with high scores, with the p-value also being again very close to the significance

threshold (p = 0.0145). This result shows that the recommender was not perceived

to be as natural as the positive control dialogues, which is expected from a simu-

lated interaction. However, the communication strategy built upon the theoretical

model was sufficient to make a shift in the perception of naturalness although the

Natural Language Generation strategy remained the same, with respect to negative

examples.

For Q3, only positive dialogues displayed a strong and highly significant asso-

ciation with high scores, while the other two groups did not exhibit any significant

association. This is coherent with our previous observations, as, in the simulated

dialogue, the system does not provide sufficient explanations for its behaviour dur-

ing interaction, while human users do. In the simulated setting, where the more

functional requirements of the theoretical model have to be evaluated, these aspects

cannot be easily tested. This observation will be confirmed by comparing these data

with the ones collected in a human-machine interaction experiment.

Regarding Q4, positive dialogues were strongly and highly significantly asso-

ciated with high score (p < 0.0001). Additionally, the target group also showed

a significant association (p < 0.01) with positive values. This aspect is important

for our theoretical model, as it shows that the selection of supporting arguments,

based on the considered aspects, makes the recommendation both plausible and

convincing.

Table 5.2, summarises the reported statistical results, highlighting the associ-
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Q1 Q2 Q3 Q4

Positive weak very strong very strong very strong

Negative absent absent absent absent

Target absent weak absent strong

Table 5.2: Summary of the statistical significance of the association between high

scores and dialogue types for each considered question.

Q1 Q2 Q3 Q4

Target 3,47 3,26 3,60 3,50

Negative 3,23 2,84 3,25 2,78

Positive 3,72 4,13 4,00 3,93

Table 5.3: Average scores for the considered groups over the four questions.

ation between high scores and the type of dialogue.

On average, the target dialogues obtained a higher average score than the

negative samples, while still inferior to the positive samples. The analysis presented

here, however, provides a more accurate view about our results than simple average

scores. For completeness, in Table 5.3, it is also summarised the average scores

obtained on the considered groups.

However, the proposed analysis highlights that, because also the average scores

of the negative samples is higher on Q3 while the separation is clearer on Q4, the

probability of the change depending on the type of dialogue is higher for Q4. The

proposed methodological procedure concentrates on establishing the capabilities of

the recommender on different aspects as perceived by external observers, highlighting

the ones that need further investigation with real users and certifying the quality of

the ones that a simulator can cover. This result is obtained while avoiding consider-

ing the collected scores in an absolute way, which may be misleading, and providing

an analysis considering the ordinal nature of the scale, also including random effects

and inter-group interaction to identify the correct indications coming from the col-

lected data. For the case of Q3 and Q4, it was detected that, although the average

score is higher for Q3 than Q4, the probability that high scores obtained by Q4 are

due to the type of dialogue is higher than it is for Q3.
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(a) Utility score of the best

recommendable item com-

pared with the dynamic

threshold.

(b) Domain size changes

over the course of the dia-

logue.

(c) Average entropy of the

Bayesian Network over the

course of the dialogue.

Figure 5.6: Objective measures computed over a sample simulated dialogue.

While this may seem counter-intuitive, the reader should note that we are

not concentrating on absolute scores, for which the target stimuli systematically

outperform the negative ones. Specifically, by using the Cumulative Link Mixed

Model, we are concentrating on the much more specific question concerning the

hypothesis that the occurrence of high scores is due to the type of dialogue, rather

than on other factors. While, on one side, this very restrictive evaluation downplays

the good scores obtained by the system for all questions, it provides a stronger

background for the claims where statistical significance was reached or for the ones

where it was very close.

Concerning the objective measures collected from the simulation, Figure 5.6

shows the evolution, over the dialogue, of a) the score of the best recommendable

item together with the dynamic threshold, b) the domain size of the items selected

as candidates from which to extract the three target ones and c) the average entropy

of the BN. The tendency that emerges from the application of the linguistic based

principles has the effect of reducing, at each step, the size of the potentially inter-

esting items and/or the average entropy of the decision model, which becomes more

informed at each turn. Cases where these measures increase are typically associated

with negative feedback from the user about the subject of the posed question. In

these cases, there are strong changes in the relevant sub-graph due to potentially

interesting items leaving the network and new ones entering. The difference with

the same measures taken from a negative sample produced using the random item

selection strategy is clear, as shown in Figure 5.7.
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(a) Utility score of the best

recommendable item com-

pared with the dynamic

threshold.

(b) Domain size changes

over the course of the dia-

logue.

(c) Average entropy of the

Bayesian Network over the

course of the dialogue.

Figure 5.7: Objective measures computed over a negative simulated dialogue.

5.6 Discussion and Conclusions

To summarise, the starting hypotheses were verified as follows:

H1 Argumentation dialogues have been described through a data-oriented model

of belief revision based on cognitive principles for the selection and assessment

of arguments.

H2 Mathematical descriptors of the pragmatic features at the basis of the theoret-

ical model are presented and motivated; they were adopted for the selection of

plausible arguments and modelled through its computational implementation.

H3 On the basis of the mathematical scores, it is possible to evaluate A-CoRS using

simulated environments. A methodology to accomplish this was presented in

the technological framework of the FANTASIA architecture.

Concerning the results of A-CoRS evaluation, participants were able to effec-

tively differentiate sub-sets in the control group, indicating solidity in the crowd-

sourced data. There is a statistically significant likelihood of observing positive

values for Q4 when the stimuli originate from either the target group or the posi-

tive group. The same may be concluded for Q2 as well, although the significance

threshold was not technically reached for the target group. These results indicate

that, in general, the proposed model does not behave in a generally inconsistent

way and that it appears to be convincing in its argumentation capabilities. On this

basis, it is now possible to plan human-machine interaction experiments targeted

122



at better measuring the experience humans may have with such an artefact. By

involving actual participants, the study will evaluate the theory’s applicability in a

broader context and account for nuances and complexities that may arise through

human interaction. Furthermore, a deeper attention to the register and personal-

isation of the exploration phase will also be deepened to improve the reception of

the system turns. The promising results concerning the effectiveness of argument

selection strategies allows us to say that the proposed theoretical model is valid for

the continued implementation of the system in its entirety.

Concluding, in this work I presented a theoretical model of argumentative

recommendation dialogues based on linguistic and pragmatic theories. Our cross-

disciplinary approach led us to propose a new methodology to assess the quality of

argumentation dialogues in the context of movie recommendations using the A-CoRS

framework. The aim was to evaluate the effectiveness and plausibility of the system’s

argumentation strategies in guiding users towards making optimal item choices. The

proposed evaluation method involves using simulated dialogues generated based on a

theoretical model that incorporates cognitive pragmatics principles. An experiment

was carried out to evaluate the plausibility of the resulting dialogues. For the test, 20

participants were recruited using crowd-sourcing to investigate how people evaluate

our simulated dialogues (target group) in comparison to the dialogues of two different

types of control groups, namely human-human conversations (positive sub-set) and

a simulated dialogues without strategies (negative sub-set).

Results revealed that participants were able to distinguish between the di-

alogues in the control group, suggesting the responses were not randomly given.

Specifically, in all the four questions subject of the experiment it emerges that the

scores were higher for the positive group, as expected. This finding supports the no-

tion that the questions were appropriately formulated and logical, coherent with the

characteristics typically observed in human-human dialogues. On the other hand,

the simulated dialogues were usually scored higher than the negative ones, especially

for Q2 (naturalness) and Q4 (argument selection in exploitation), whose differences

with the negative group were statistically significant. The adopted statistical model

checks for the occurrence of high scores to be associated with the type of dialogue, so

that the detected statistical significance is strongly related to the aspects of interest

for this work.
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The results suggest that, although communicative sociable aspects are are not

adopted by the simulator, the perception of relevance and plausibility of selected

arguments is rated as efficient for the acceptability of the recommendation. Given

the good results of this experiment, in the next section will be presented some

preliminary tests with real users interacting with the system, a crucial step to assess

the theory’s validity in more realistic scenarios.

Concerning the objective measurements, I considered the evolution of met-

rics describing the size of the domain of possible items to recommend, the average

entropy of the BN and the utility score of the best recommendable item at each

step. These metrics show the emergence of a coherent strategy that filters out irrel-

evant items and increases confidence in the information used for decision making.

When compared to a random selection strategy, the difference is clear so that we

can conclude that the theoretical model does, in fact, produce a behaviour, from the

system, that is reasonable both from an objective point of view and from a human

perception point of view.

The limitations of the presented study lie in the fact that the presented results

are only related to the functional aspects of argumentative dialogue management.

Dialogues, however, involve a significant amount of linguistic and sociable strategies,

as highlighted in Hayati et al. [2020] concerning the case of movies recommendations.

Results obtained with the presented simulator confirm the validity of the theoretical

model but still need to be confirmed in a real setting where human users are involved.

In such setting, social aspects, which are not captured by the simulator, are expected

to have a significant impact in the perception of the system by the involved users.

Also, the need for clarification requests and common ground management is more

complex, in real settings, so that NLU models must be adequately designed and

different dialogue moves should be considered and prioritised. In this sense, the role

of Behaviour Trees will become more relevant than in the simulated setup.

5.7 A preliminary human-machine experimentation

Unlike the simulator, which was template-based and lacked natural language

understanding (NLU) and text-to-speech (TTS) capabilities—focusing only on the

Argumentation component—the current system utilizes the complete dialogue man-
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Figure 5.8: The FANTASIA architecture

agement model and interacts with real users. The key questions are: Can the full di-

alogue management system, incorporating the argumentation model presented here,

effectively handle a conversational recommendation scenario with a real human?

How is such a system perceived? To address these questions, a study was conducted

[Di Bratto, 2024] using JASON, the virtual human that leverages the comprehensive

ARDA architecture.

5.7.1 A hybrid architecture for dialogue management

The presented approach is based on the system architecture assumed by the

Framework for Advanced Natural Tools and Applications with Social Interactive

Agents (FANTASIA) [Origlia et al., 2019a, 2022a], summarised in Figure 5.8..

FANTASIA is a plugin for the Unreal Engine 4 designed to support the de-

velopment of Embodied Conversational Agents and it is freely available on Github
5. The Unreal Engine is one of the most powerful tools to implement Real Time

Interactive 3D (RTI3D) experiences and the advent of Metahumans, developed by

Epic Games, has significantly increased the potential of Virtual Humans acting as

dialogical interfaces.

While most of the approaches that are being followed, at present, heavily rely
4www.unrealengine.com/en-US/
5github.com/antori82/FANTASIA
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on Large Language Models (LLMs), FANTASIA allows the integration of multiple

AI tools in the efficient, real time infrastructure of the Unreal Engine. FANTASIA

provides, among other features, a connector to allow running Neo4j queries from

inside the Unreal Engine and functionalities to dynamically assemble and query

Bayesian Networks. In principle, dialogue systems based on FANTASIA are de-

signed to keep knowledge representations, decision models and logical capabilities

outside the domain of LLMs, which are, instead, used as extremely powerful Natural

Language Generators acting on directives generated by other AI modules. From a

design point of view, a Conversational AI built with FANTASIA follows these main

principles:

• Behaviour Trees [Flórez-Puga et al., 2009], implemented by the Unreal En-

gine, are used to organise and prioritise sub-tasks. For example, they may

hierarchically structure the sequence of checks needed to generate clarification

requests;

• Graph databases are used for knowledge representation and dialogue state

tracking. Combining the representation of the knowledge domain with the way

people are referring to it is used to extract relevant sub-parts of the available

knowledge on which to reason to produce the next system utterance;

• Bayesian Networks, implemented using the aGRuM library [Ducamp et al.,

2020], are used as decision models, to estimate what the most useful system

action is, depending on the target goals. Bayesian Networks and their variants,

like Influence Diagrams, can be dynamically assembled based on knowledge

sub-graph structures;

• Large Language Models are used to verbalise the decisions taken by proba-

bilistic graphical models.

While most of the current research attempts at introducing graph structures

inside LLMs to improve their reliability, FANTASIA keeps graph-based knowledge

and functionalities separated and exploits the structural similarity between graph

structures and probabilistic graphical models to dynamically assemble decision sys-

tems. In very loose terms and only to provide a general idea of the approach,
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FANTASIA-based dialogue systems use graph databases to simulate long-term mem-

ory and probabilistic graphical models assembled using relevant sub-graphs as work-

ing memory to take decisions. Template based decisions are, then, verbalised using

LLMs.

Although in the dialogue simulation experiment (see chapter5) FANTASIA has

not been directly used, the organisation of the components utilised in the simulator

follows the FANTASIA architecture and these design principles, so that the outcomes

obtained with the simulator have been transferred in a full dialogue management

architecture based on FANTASIA, resulting in Jason architecture.

5.7.2 System design

After performing Automatic Speech Recognition over the user utterances, Nat-

ural Language Understanding (NLU) is performed using Microsoft Azure Language

Understanding Intelligent System (LUIS). This system is designed to use state-of-

the-art machine learning to recognise user communicative intentions (intents) and

named entities. In this specific case, the system was designed to use entities as if

they were intents, too, so that multiple intents may be detected in the same sentence,

which is not normally possible with LUIS.

For the considered application, 14 intents were considered: 11 are those pre-

sented in Section 3.1, in which an annotation scheme for the seeker’s utterances in

the INSPIRED dataset [Hayati et al., 2020] has been developed and validated; 3 are

those considered just for the system training phase regarding greetings and closures

(refuse, accept, GiveName).

The recognised intents may also have sub-entities representing slots (i.e. the

argument of the intent). Three types of entities can be recognised (Genres, Persons,

Movies) and the system is trained to associate recognised entities to the correspond-

ing slots, implementing the mechanism described in Figure 5.9. The system was

trained over 600 manually annotated utterances collected either from the Inspired

corpus (translated in Italian) or manually added while performing preliminary tests

with the application. An example annotation for a multi-intent utterance is shown

in Figure 5.9.

The decision model for dialogue management, running in the full technological

model and organised using BTs, generates text sentences that are, then, synthesized
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Figure 5.9: An example annotation showing both multi-intent recognition and slot-

filling using sub-entities. The sentence contains both the Intent PersonalExperien-

ceNotPresent with the Subject sub-entity. Also, the same portion of text annotated

as Subject is also labelled as Movie. The annotation of the intent PersonalOpinion-

Neg referred to the Person entity follows the same rationale.

using Microsoft Azure Text-To-Speech and modified on-the-fly using the Unreal En-

gine audio system (modulator effect for consistency with Jason’s looks). The reason

for designing Jason as a humanoid virtual character has the double motivation of

avoiding the uncanny valley by making it look too human and to avoid implementing

gaze management. Since eye gaze is a difficult issue to manage and it is not related

to the research interest of this work, Jason’s eyes have been hidden using this specific

character design. After synthesizing speech, lip-sync is automatically generated to

keep consistency between the voice and movements. While Jason is processing user

utterances a thinking animation is played to provide feedback to the users. When

users open the microphone by pressing the space bar, Jason’s eyes become green to

indicate it is listening.

5.7.3 Methodology

A group of 10 people was recruited to interact with Jason so that the quality

of the argumentative dialogue management model could be evaluated on the field.

People were provided the following instructions to read

In this test we will ask you to interact with Jason, a Virtual Human for movie

recommendation.

Jason will ask you a series of questions to understand your tastes and

try to recommend something to watch. Imagine you have to choose a movie to

watch tonight and keep talking to Jason until you find something interesting.

When you are satisfied with Jason’s recommendation, you can stop the

interaction. There is no need to confirm your choice.

To turn on the microphone to respond to Jason, press the space bar.
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Jason’s eyes will be green as he listens to you. You do not need to hold the

bar down to speak or press it again to turn off the microphone. Jason will

understand on his own when you have finished speaking by hearing silence.a

aTranslated from Italian

People were, then, left free to interact with Jason as long as they wanted until

they found an acceptable recommendation that fit their liking. After the interaction,

the participants were asked to compile a questionnaire designed to evaluate tech-

nological systems usability: the User Experience Questionnaire (UEQ) [Laugwitz

et al., 2008].

With the UEQ, users had to rate, on a scale of one to seven, 26 different items

related to the various aspects. The scales of the UEQ can be grouped into Attrac-

tiveness6, Pragmatic Quality (Perspicuity7, Efficiency8, Dependability9) and Hedo-

nic Quality (Stimulation10, Novelty11). Pragmatic Quality describes task-related

quality aspects, whereas Hedonic Quality the non-task-related quality aspects.

5.7.4 Results

The dialogues between Jason and the participants lasted, on average, 17 turns.

People answered both open and polar questions posed by Jason and only one partici-

pant interrupted the interaction after 24 turns by reporting that the recommendation

was not good. All other participants accepted Jason’s recommendation.

(a) Specific items (b) Grouped items

Figure 5.10: Participants’ Ratings on the interaction with Jason

6Overall impression of the product. Do users like or dislike it?
7Is it easy to get familiar with the product and to learn how to use it?
8Can users solve their tasks without unnecessary effort? Does it react fast?
9Does the user feel in control of the interaction? Is it secure and predictable?

10Is it exciting and motivating to use the product? Is it fun to use?
11Is the design of the product creative? Does it catch the interest of users?
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Figure 5.11: Mean value of participants’ ratings per item

The system received positive ratings for Attractiveness, Perspicuity, Depend-

ability, and Novelty (see Figure 5.10). However, Efficiency and Stimulation received

lower scores, mainly due to the system being generally perceived as slow (see Figure

5.11). The main cause of the high latency time of the application is due to the

need of synthesizing speech and generating lip-sync animations on the fly. This,

however is a technical problem that does not depend on the dialogue management

strategy. The obtained results are compatible with the estimate obtained with the

simulator and demonstrate that the argument selection module can be integrated in

the full ARDA architecture to implement a linguistically motivated Argumentative

Conversational Agent.
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CHAPTER

SIX

THE PRAGMATIC UTILITY OF ASKING THE RIGHT

QUESTION

In the previous chapter, the criteria used by the system to select the appro-

priate question forms were described, including the decision between open (wh-)

questions and yes/no (polar) questions. Specifically, it was noted that the system

opts for wh-questions when the size of the domain covered by the question is less

than 10% of the total domain size of the candidate items; otherwise, a polar question

is chosen. This approach was based on the assumption that answering a wh-question

requires more cognitive effort than answering a polar question, thus justifying the

use of wh-questions for smaller domain sizes.

Building on these assumptions, this chapter presents a preliminary study ex-

ploring the pragmatic utility of selecting the appropriate form of question to present

to the user. The main aim is to elicit the most useful answer that can resolve

the system’s decision problem quickly and efficiently while still managing the user’s

cognitive effort.

6.1 A good answer with a minimal effort

As discussed in Section 2.2, a theoretical model for selecting relevant argu-

ments was proposed and subsequently validated through its computational imple-

mentation in Chapter 5.

Once the relevant arguments are correctly selected, the form in which feed-

back is requested must also be considered. Choosing the most appropriate form of
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questions in this context is crucial for eliciting good answer from users and guiding

them towards achieving the communicative goal.

Since the recommendation dialogue comprises an information-sharing sub-

dialogue [Macagno and Bigi, 2017], corresponding to the Exploration phase, the

function of the questions is crucial for extracting the relevant amount of information

needed to complete the main task. Analyzing the functions of questions within a spe-

cific dialogue context, such as the exploration phase of a recommendation dialogue,

is a linguistically motivated approach aimed at gaining a deeper understanding of

the role each question plays in dialogue management.

Savolainen [2020] study, for instance, focuses on the analysis of online informa-

tion seeking and sharing dialogues. The author defined eleven categories of dialogue

acts. These acts include, for example, initial fact question, initial opinion answer,

specifying opinion question, complementary fact answer and disagreement. His con-

ceptual framework was built on more detailed categories proposed by Jeng et al.

[2017] and Wang et al. [2014]. Even though their studies focus on conversations

occurring in Q&A communities, the generic categories identified in the above inves-

tigations are also used for this purpose. For the objective of this work, I took into

consideration just the classification referring to the questions, since the focus was on

the exploration phase of an argumentative recommendation dialogue. Regarding this

phase, Savolainen [2020] took into consideration three main categories of questions

defined by Jeng et al. [2017], i.e., information-seeking questions, discussion-seeking

questions, and non-questions (He did not consider the latter due to the scope of

his work). Information seeking questions are those [Fahy et al., 2001, p. 4] called

‘vertical questions, where a correct answer exists if the right authority or ref-

erence may be provided to support the answer’; discussion-seeking questions, on

the other hand, are called horizontal questions since there may not be a right

answer for these questions, but instead, more responses are invited to obtain a plau-

sible answer or an opinion which may shed more light on the issue at hand. These

two categories have been divided into two further ones starting from the question-

question and add-question categories proposed by Wang et al. [2014]. The results of

this classification is shown in Table 6.1. As the Table shows, two further functions

of information-seeking questions and discussion-seeking questions have been speci-

fied: i) Initial fact/opinion questions are those used for seeking factual information
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or discussion by asking others to indicate their opinions about an issue; ii) Spec-

ifying fact/opinion questions are additional questions to obtain more information

about an issue. In the context of this work, the focus is on the horizontal questions,

namely the discussion-seeking ones. Specifically, the initial opinion question will be

explored since their fundamental role in the exploration phase of a recommendation

dialogue. In the early stages of a dialogue, these questions are crucial as they can

effectively elicit good responses that help resolve the decision problem quickly. They

do this by focusing on a subset of relevant data without cognitively overloading the

interlocutor through asking few heavy questions or multiple simpler questions.

In literature, as just mentioned, according to many authors Hamblin [1976],

Karttunen [1977], Groenendijk and Stokhof [1982, 1984], a question should be rep-

resented by its set of good answers. Whether an answer resolves a question depends

on how useful the answer is with respect to the goals of the questionner [Boër and

Lycan, 1975, Grewendorf, 1981, Ginzburg, 1995]. These statements, moreover, con-

firm again what was mentioned in Section 2.2, i.e. the degree of the illocutionary

force of a speech act (questioner’s goal) is strictly correlated to its realisation in

terms of perlucutionary effect which can determine the utility (or efficacy) of the

resolving answer. Grewendorf [1981] was the first to propose the use of Bayesian

decision theory to evaluate the usefulness of answers but did not detail how to cal-

culate it. Van Rooy [2003b] concentrates on showing how to relate questions and

answers to decision problems and discuss two methods for using decision problems

as contextual parameters. The first method argues that while the meaning of a ques-

tion is context-independent, the concept of resolution is context-dependent, allowing

an assertion to resolve a question in relation to a specific decision problem even if

it does not provide a complete semantic answer [Boër and Lycan, 1975, Ginzburg,

1995]. The second proposal is the one took in consideration here, and it assumes

that the full meaning of an interrogative sentence is context-dependent. It asserts

that a question’s meaning consists of its set of resolving answers, but assumes that

the interpretation of a wh-interrogative is underspecified, or left ambiguous, by its

conventional meaning. According to this view, the decision problem plays a crucial

role in resolving this ambiguity or underspecification. Thus, the interpretation of

a question is determined by the set of answers that resolve the question in relation

to the pertinent decision problem [Van Rooy, 2003b]. In this preliminary experi-
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Questioner’s intention

Information-seeking questions discussion-seeking questions

initial fact questions initial opinion questions

specifying fact questions specifying opinion questions

Table 6.1: Questions classification in information-sharing dialogue

ment, different forms of questions will be evaluated according to the type of answer

the user gives (if it is a good answer or not), taking also into consideration their

cognitive effort. In the literature, to the best of my current knowledge, there is a

lack of investigation on this matter: it seems there is no research that focuses on

the association between forms of questions and cognitive effort applied to the re-

sponse. However, every time something is asked, we propose to the interlocutor a

choice between a set of information that they have, i.e, a set of resolving answers

that can vary also according to the domain size over which the interrogatives range

[Van Rooy, 2003b]. When we start elaborating an answer, we are recollecting an

amount of information at our disposal. Answering requires respondents to invest a

great deal of cognitive effort for little or no apparent reward [Krosnick, 1991]. Most

of the studies in this field regard mainly the construction of Question surveys, but

they rely on a strong theoretical background in cognitive studies which affirm that

if questions are difficult to understand respondents are likely to arrive at different

interpretations [Belson, 1981, Foddy and Foddy, 1993], to satisfice (i.e. to provide

satisfying rather than optimal answers [Krosnick, 1991]), to give incorrect answers

[Schober and Conrad, 1997] or to refuse answering any further question of the survey

[Ganassali, 2008]. Consequently, an important objective in questionnaire design is

to write clear questions and thus to minimize the cognitive effort required to process

them. Regarding these studies, instead, I focus on the cognitive effort of the speaker

in giving relevant answers for the resolution of decision problem, assuming that the

questioner should not ask for extra irrelevant information to decide which action to

perform [Van Rooy, 2003b].
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6.2 Data and Methods

The aim of the experiment is to define which types of information-seeking re-

quests a dialogue system should utter to elicit in their human interlocutor a good

answer and solve the decision problem rapidly, satisfactorily and with the least cog-

nitive effort. Four typologies of questions have been selected according to what has

been observed in an annotated corpus of human-human conversation, i.e, INSPIRED

(see Section 3.1). Negative polar question (NPQ), positive polar question (YQ or

PQ), wh-question (WHQ) and alternative question (AQ) have been annotated and

the results show that YQ and WHQ are the most frequent forms used by the speak-

ers. As the images exhibit (Figure 6.1), the two forms are mostly distributed at the

beginning of the conversations given the nature of the dialogues. Indeed, recommen-

dation dialogues characterized by an information-sharing dialogue at the beginning

to collect the most relevant information, then switching into a deliberation dialogue

in the second part, where an item is proposed, and the choice coherently argued.

(a) Distribution over turns of wh-questions

asked by the recommender to recover

information about seeker preference

regarding genre, movie, actor or director.

(b) Distribution over turns of positive polar

questions asked by the recommender to re-

cover information about seeker preference re-

garding genre, movie, actor or director.

Figure 6.1: Distribution over turns of the two main forms of questions annotated in

the INSPIRED corpus [Hayati et al., 2020]

Given the corpus analysis results, PQ and WHQ have been selected, and

three different domain of application have been chosen: movies, cooking and music.

The domain changing was fundamental since the set of questions presented to the

participants were semantically the same, i.e., they asked feedback regarding same

arguments but using different linguistic formula, for example:
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Qual è il tuo genere preferito di film?a

Qual è un piatto che ti piacerebbe assaggiare?b

Qual è un tipo di musica che ti piacerebbe ascoltare?c

aWhat is your favourite movie genre?
bWhat is your favourite food?
cWhat is a type of music you would like to listen to?

If these questions would be asked on the same domain of application, the

participants could have developed a bias risking to invalidate the answers.

The arguments have been chosen according to the observations of the corpus

that fall into the movies domain. As can be seen in Figures 6.1, distributions of

questions have been analysed also according to the kind of arguments the interrog-

atives were addressing. Specifically, I took into consideration questions with the

occurrence of certain keywords such as genre, actor, movie and director However,

it has been observed that recommenders usually try to pose a question regarding

the favourite genre of the movie, the “types of movies” formula or the favourite

movie directly. I use these arguments and report them into the other two domain,

so asking about favourite music and food. Starting from the two main groups of

requests, wh-questions and polar questions, an alternative form has been proposed

for each typology in order to verify if two questions with the same semantic value

could trigger different answers just by adopting different pragmatic features:

• WQs present a change of topic position. Wh-pre has the focus (i.e, the argu-

ment) at the beginning of the interrogatives and Wh-post present the focus at

the end.

• PQs present the canonical reading and the one with the so-called mention-

some reading (pq-pi), i.e., with the addition of a polarity item, such as any or

some, that make the question more general and unbiased thanks to the domain

extension they provide [Van Rooy, 2003a].

As shown in 6.2, where the set of questions is presented, each group has been

repeated adding the explicit request for an example in order to verify if it would

make the speaker’s answer more informative.
1Translations: Wh-pre Your favorite genre, what is it? , Wh-post What is your favorite genre?,

Pq Do you have a favorite genre?, Pq-pi Do you have any favorite genre?, Example Would you

give me an example?
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Labels Questions Labels + Example

Wh-pre Il tuo genere preferito qual è? Il tuo genere preferito qual è? Mi faresti un esempio?

Wh-post Qual è il tuo genere preferito? Qual è il tuo genere preferito? Mi faresti un esempio?

Pq Hai un genere preferito? Hai un genere preferito? Mi faresti un esempio?

Pq-pi Hai qualche genere preferito? Hai qualche genere preferito? Mi faresti un esempio?

Table 6.2: Forms of questions selected for the experiment1

The research hypotheses are the following:

H1 Pragmatic features of questions can help to solve the underspecified semantic

meaning of interrogatives thus solving the decision problem through a prag-

matically informative answer;

H2 Cognitive effort in giving a pragmatically informative answer can vary accord-

ing to the pragmatic feature of the question and not just to the semantic

conventional meaning.

6.3 Experimental Setup

The data collection was conducted online using a software specifically designed

for administering the test. Screenshots of the software are shown in Figures 6.2:

in figure (a), the initial page with the necessary information for participants is

presented; figure (b) shows the interface used to collect participants’ answers through

questions posed by a virtual human (the virtual human’s video asking the questions

was pre-recorded and then uploaded to the platform). The link to the site was

shared on Prolific, an online crowd-sourcing platform popular among researchers,

which allowed us to recruit participants quickly and efficiently.

The site shows a virtual agent asking six different questions. Three of them are

randomly chosen from the previous set to ensure at least six answers are collected

for each question. The other three are filler questions, asking participants to rate on

a scale from one to ten how much they like movies, cooking, and music. Participants

can start speaking after the virtual assistant finishes the question. They can respond

freely without any time constraints, which is crucial for controlling the reaction time

and evaluating the cognitive effort involved in providing the information. Finally,

their responses were recorded and saved for further annotation and analysis.
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(a) Instructions for the participants

presented in the initial page of the

software developed for the data collection.

(b) The second page of the site showing the

virtual agent Jason asking the question of in-

terest and the mechanism to start the record-

ing of the answer.

Figure 6.2: First pages of the software developed for the data collection.

6.4 Annotation

Participants’ answers were annotated using the Praat program. As shown in

Figure 6.3, three level of annotation were defined:

i) the Transcription level where the automatic transcription obtained using the

WebMAUS tool 2 has been manually corrected where errors occurred; this level

was considered to calculate answers’ informativity based on their syntactic

cohesion.

ii) The Reaction Time level incorporated a set boundary put at the beginning

of the verbalisation of the analysed answers to measure the time participants

required to respond to questions of a specific type; this level was necessary for

the analysis of the cognitive effort of the user in giving the answer.

iii) the Hesitation level where hesitations have been recognised and annotated

following the scheme in Origlia et al. [2019b], Schettino et al. [2024]. In fact,

hesitations are observed to be connected to moments requiring higher cognitive

load in speech planning, such as conceptualisation, search for lexical items, and
2https://clarin.phonetik.uni-muenchen.de/BASWebServices/interface
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Figure 6.3: A screenshot of Praat program showing the data levels of annotation

selection of new information in discourse [Levelt, 1993, Bortfeld et al., 2001,

Barr, 2001]. Therefore, hesitations are expected to specifically occur when

the type of information-seeking request requires a higher cognitive load. This

analysis is left to future work.

6.5 Results and discussion

Since the interest of this work is to evaluate the usefulness of an answer to a

specific kinds of question forms, this usefulness can be measured by how much the

answers help the questioners accomplish their goals."

Regarding H1, from a quantitative point of view, the reduction in the relevant

sub-graph for the recommendation task would be the ideal measure, in line with the

discussions from the previous chapters. However, since this study involves three

different domains, it would require three compatible graphs covering each domain

to evaluate this aspect using this metric. While the movies graph is available, the

construction of a cooking domain graph is currently ongoing, and the music domain

graph would need to be built from scratch. For these reasons, in this work a first

surface measure is used: the cohesion of the syntactic tree. This is described as

the average distance, in tokens, between a dependent and its head, normalised by

the number of tokens in the sentence and it has been found to be an indicator of

complexity for language comprehension [Liu, 2008], also related to cognitive load

in linguistic processing [Fedorenko et al., 2013]. A measure of informativeness,
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based on syntactic cohesion was presented in Tewari et al. [2020] with the goal of

modeling Grice’s Maxim of Quantity for short texts, which is adequate for the case

of short answers. In this work, the informativeness measure is used as an indicator

of usefulness. Following the reference work, a text is considered informative if,

on a normalised scale of -1 to 1, the score is close to 0. The text is considered

under-informative if the score is close to -1 and over-informative if it is close to

1. For the scope of this work, an utterance is considered informative if it is less

than one standard deviation away from the average of the scores in the corpus.

The distribution of answer types to different question forms is described in Figure

6.5. This distribution was investigated using the Chi-square test. The analysis is

meant to highlight if the distributions of answers to the different questions forms is

different from a uniform distribution, testifying for an influence of the question form

over the type of answer. As shown in Table 6.4, answer to pq and pqpi tend not to

be under-informative, and are either informative and over-informative. Moreover,

pqpi has a higher chance to elicit over-informative content from the interlocutor,

with respect to pq. Wh-questions, on the contrary, may receive answers belonging

to any category, with a tendency to informative for wh-pre. An explanation for these

results can be found in literature: based on some observations by Krifka [1990, 1991,

1994], it seems that a Negative polarity item (but also the positive one) is used in

an information-seeking question to turn a biased question into an unbiased one. He

motivates this analysis by stating that general questions are normally preferred to

specific ones. Van Rooy [2003a], on the other hand, tries to give a deeper explanation

to this assumption by saying that polar information-seeking general question are

preferred because their average informativity is higher. Assumption that seems to

be confirmed by these preliminary observations. However, a better utility measure

to evaluate these hypotheses could be the reduction of the research space in the

graph database. In other words, if the information provided by the answer to a pqpi

diminishes the size of the objects domain over which the interrogative ranges, this

means that the answer is indeed more pragmatically informative than others. To do

so, there is a need for further annotated linguistic data and other dataset assembling

a graph database for each domain of application.

Concerning H2, for the statistical analysis, a linear model was fit to the data

using speakers and stimulus IDs as grouping factors. The differences in average
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Figure 6.4: Boxplot of reaction times distribution over the different question forms.

response times for the considered syntactic forms were then evaluated pair-wise to

check for statistical significance. From a deeper inspection, the statistically signifi-

cant differences observed for pq were mainly due to the pqpi form. This outcome is

very interesting since it seems that the polarity item can be considered as a salient

pragmatic feature affecting the cognitive effort of the user. An interpretation may lie

on the domain extension that a polarity item triggers Van Rooy [2003a]. Specifically,

the more the objects to reason about are, the easier it is to select the relevant one.

This means that give a little choice to the user like asking "Hai un film preferito?"
3, can give a major cognitive load than answering to a more general question like

"Hai qualche film preferito?" 4, where the domain results wider.

3"Do you have a favourite movie?"
4"Do you have any favourite movie?"
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Comparison p-value

pq/pqpi 0.0033**

pq/whpost 0.0798

pq/whpre 0.0266*

pqpi/whpost 0.6756

pqpi/whpre 0.8853

whpost/whpre 0.9771

Table 6.3: Significant results yielded by the pairwise comparison among fixed effects

of the Linear Mixed Model having Reaction Times as dependent variable

Figure 6.5: Distributions of answer types over the three informativeness categories.
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Form Category
Observed

frequency

Expected

frequency
Chi Pr(>Chi)

pq Under-informative 14 33 11.93388 6.615e-03 **

pqpi Under-informative 13 33 13.22314 3.318e-03 **

whpost Under-informative 21 33 4.76033 3.495e-01

whpre Under-informative 16 33 9.55372 2.395e-02 *

pq Informative 61 33 25.91736 4.276e-06 ***

pqpi Informative 60 33 24.09917 1.098e-05 ***

whpost Informative 46 33 5.58678 2.172e-01

whpre Informative 70 33 45.25620 2.074e-10 ***

pq Over-informative 16 33 9.55372 2.395e-02 *

pqpi Over-informative 28 33 0.82645 1.000e+00

whpost Over-informative 32 33 0.03306 1.000e+00

whpre Over-informative 19 33 6.47934 1.310e-01

Table 6.4: The Chi-square table comparing the distributions of answers over infor-

mativeness categories with respect to the uniform distributions
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CHAPTER

SEVEN

CONCLUSIONS AND FUTURE WORK

The formal study of argumentation-based dialogue (ABD) is less substantial

and less advanced than the formal study of argumentation-based inference [Prakken,

2005]. It consists of a few unifying accounts and it still lacks a general framework

of reference. The main aim of this work was to contribute to filling this gap by

providing a solid theoretical framework for argumentation-based dialogue which was

validated through its computational realisation. A proposal to address this challenge

is summarised in the ARDA framework (Argumentation in Recommender Dialogue

Agent) described in Chapter 2. The focus of the work is on the methodological

approach described in LORIEN (Linguistically Oriented Resources and Insights as

Expressive Networks), in particular on the theoretical model of argumentation (see

paragraph 2.2). Here, a theoretical model is introduced for the selection of rele-

vant arguments, and it is aligned with mathematical measures for computation on

the graph database — an essential technical tool contributing to the assembly of

the system’s architecture. Specifically, a cognitive model constructed by Paglieri

and Castelfranchi [2004] is taken into consideration since it elucidates certain cogni-

tive principles for selecting data candidates as the system’s belief. In other words, it

provides cognitive justifications for believing in such data and achieving the commu-

nicative goal. As previously mentioned, the validity of such a theoretical model must

be proven, and, to do so, computational tools are needed. In Chapter 3 A native

graph database is described, detailing the types of linguistic and non-linguistic data

it comprises, how these data are interconnected, and how this final structure can be

enriched and navigated. This approach enables a deeper characterization of items
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of interest, significantly enhancing corpus linguistics analysis. Once the theoretical

model and the main tool for the linguistic analysis were presented, in Chapter 4, the

overall technical architecture describing the part dedicated to dialogue management

is presented. This involves the utilization of Behavior Trees and Bayesian networks

for the decision-making module. With the theoretical model and the adopted tools

presented, an experiment was designed to validate them through the generation of

simulated dialogues. In Chapter 5, the first experiment is presented: three types of

dialogues between the dialogue system and a simulated user have been generated.

The user preferences were simulated based on the evaluations of a randomly selected

MovieLens user;

• Target dialogues: simulated dialogues based on the theoretical model presented

in Section 2.2;

• Negative dialogues: simulated dialogues generated with random selection of

arguments (without the theoretical model);

• Positive dialogues: real dialogues taken from INSPIRED dataset [Hayati et al.,

2020].

Through the Prolific platform, 20 participants have evaluated 20 dialogues

randomly selected from the three groups previously described. The evaluation com-

prises ratings of the dialogues in terms of consistency, naturalness, quality of ar-

gument selection both in the exploration and exploitation phase. Results can be

considered successful since the full model detected a highly significant association

between positive dialogues and high scores (p < 0.0001) while, on the other hand,

the negative control dialogues did not exhibit any statistically significant association

with high values. The target group was just weakly associated with high scores but

the p-value was very close to the significance threshold (p = 0.0144). This first

model confirms the quality of the collected data, as the participants were clearly

able to separate positive from negative samples in the control group. As a second

step, a preliminary human-machine experiment was proposed. Unlike the simulator,

where communication was template-based, lacking Natural Language Understanding

(NLU) and Text-to-Speech (TTS) capabilities with only the argumentation compo-

nent active, the system in this phase employed the full dialogue management model

and interacted with real users.
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To evaluate the quality of the argumentative dialogue management model, a

group of 10 participants was recruited to interact with Jason, the dialogue system.

The dialogues between Jason and the participants lasted, on average, 17 turns. Peo-

ple answered both open and polar questions posed by Jason and only one participant

interrupted the interaction after 24 turns by reporting that the recommendation was

not good. All other participants accepted Jason’s recommendation. The system re-

ceived positive ratings for Attractiveness, Perspicuity, Dependability, and Novelty.

However, Efficiency and Stimulation received lower scores, mainly due to the system

being generally perceived as slow. It is important to highlight that this depends

on technical problem that does not depend on the dialogue management strategy.

Once established a model for relevant arguments selection, Chapter 6 presents a pre-

liminary experiment on the correlation between the semantics of questions and the

pragmatics of answers. The basic idea is that whether an answer resolves a question

depends on how useful the answer is with respect to the goals of the questionner.

According to Van Rooy [2003b], this can be done by relating questions and answers

to decision problems. The aim of the experiment was to determine which types of

information-seeking requests a dialogue system should use to elicit effective answers

from human interlocutors, thus solving the decision problem quickly, satisfactorily,

and with minimal cognitive effort. Four forms of question were chosen and eval-

uated: two wh-questions with a change of topic position and two polar questions,

one occurring in its canonical form, the other with the presence of a polarity item.

An alternative form was proposed for each question type to determine whether two

questions with the same semantic value could elicit different answers simply by us-

ing different pragmatic features. articipants were recruited on Prolific to provide

answers to the questions using software specifically designed for the experiment,

which recorded their utterances. The audio files were subsequently annotated and

analyzed to address two hypotheses: that the pragmatic features of a question can

influence the answer, and that the cognitive effort required to provide an answer

may depend on the type of question. Results show that, for the first hypothesis,

answers vary according to the presence of pragmatic features. Specifically, polar

questions tend to be not under-informative, and are generally either informative or

over-informative. In contrast, Wh-questions can elicit answers across all categories,

with a tendency towards being informative for Wh-pre. Regarding the second hy-
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pothesis, the statistically significant differences observed for pq were mainly due to

the pqpi form. This may depend on the domain widening that provide the presence

of a polarity item, thus bringing a major cognitive load.

In conclusion, the work has addressed the three main objectives described at

the beginning of the dissertation. More in details, regarding C1, a linguistically-

motivated methodological approach has been presented through the introduction to

ARDA (Chapter 2 and 5). Here, a theoretical model has been proposed and then

evaluated through the implementation of a system for argumentation-based dialogue.

Chapter 3 has been entirely dedicated to C2. Here, a graph-based interpretation

of corpus-linguistics data analysis methodology has been presented, highlighting the

power of the native graph database for linguistics researches. Finally, concerning C3,

Chapter 4 and 5 have explored in details the technological architecture implemented

for the building of a A-Cors (Argumentative recommender system) using the graph

representation of linguistics’ concepts. In the final chapter, the pragmatic utility

of asking the right information-seeking questions to elicit a good response has been

explored. Although the experiment provided initial insights into this matter, further

investigation is needed. The overall dissertation, thus, aimed at formalising and

implementing a part of the entire framework of ARDA. The results presented in this

work open the way for many future research investigations which can be summarised

as follows:

• Deepening the notions of Horizontal and Vertical questions to formalise the

concepts of explanation and argumentation according to the context in which

they occur. This part will be developed in the explanation module.

• Regarding the experiment of Chapter 6, evaluating the answers triggered

by the different types of question computationally through the use of graph

databases.

• Implementing sociable strategies in Jason to deeply explore the argumentation

process in terms of its social features.

These are the findings that I obtained for my dissertation, but, as it is clear,

there is room for a little more.
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APPENDIX

A

CYPHER QUERIES

Query 1.

//Find last utterance from user and get the last "contextLength"

//utterances in the dialogue (linguistic context)

OPTIONAL MATCH (n:USER {userID: toInteger($userID)})-[:UTTERED]->

(u:UTTERANCE)

WHERE NOT (u)-[:FOLLOWED_BY*]->(:UTTERANCE)<-[:UTTERED]-(n)

WITH u

MATCH p = (u2:UTTERANCE)-[:FOLLOWED_BY*]->(u)

WHERE length(p) < toInteger($contextLength)

WITH p, length(p) AS len ORDER BY len DESC LIMIT 1

//From the list of nodes in the "contextLength" long path,

//extract each node to build

//a list of turns and speakers

WITH nodes(p) AS utterances

UNWIND utterances AS utterance

OPTIONAL MATCH (utterance)<-[:UTTERED]-(s)

RETURN utterance.text AS text, labels(s)[0] AS label

Query 2.

// A default decision model based on population data is used

// when we don't know anything about the user
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// First of all, detect the maximum number of opinions assigned

// to ARGITEMS

MATCH (m1:ARGITEM) WITH toFloat(MAX(m1.nOpinions))

AS maximumOpinions

WITH maximumOpinions

// Extract substructure

CALL {

WITH maximumOpinions

// Select the top three best ARGITEMs using population data

MATCH (m:ARGITEM)

WITH m, maximumOpinions, m.nOpinions AS nOpinions,

m.avgOpinion AS Opinion

// The utility based on probability of knowing is maximum

// when the probability is 0.5. It gradually descends to 0

// when going towards 0 and 1. This is because we want to

// consider novel items but not uninteresting ones.

WITH m, (1-((m.nOpinions/maximumOpinions*2)-1)^2)

AS knowProbability, m.avgOpinion/5.0 AS opinion,

maximumOpinions

// The final utility score is the harmonic mean of

// knowProbability and the normalised opinion score

// This leads to identify novel items that are generally

// liked by people

WITH m,

(2*knowProbability*opinion)/(knowProbability + opinion)

AS utilityScore, maximumOpinions

ORDER BY utilityScore DESC LIMIT 3

// After selecting the best three ARGITEMs, extract their

// ARGFEATUREs and similar ARGITEMs

CALL {

WITH m, utilityScore, maximumOpinions

// Extract ARGFEATUREs the best three ARGITEMs

// are PART_OF
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MATCH (m)-[:PART_OF]->(c:ARGFEATURE)

RETURN DISTINCT ID(m) AS idStart, ID(c) AS idEnd,

// Extract the primary names for start and end

// nodes of each relevant relationship

// Primary names are recorded as a list (to be changed

// to a map). The first name is in English while the

// second one in Italian.

// For this case, if an Italian name is available, use

// it, otherwise use the English one.

CASE

WHEN apoc.meta.cypher.type(m.primaryName) =

'LIST OF STRING' AND size(m.primaryName) > 1

THEN m.primaryName[1]

WHEN apoc.meta.cypher.type(m.primaryName) =

'LIST OF STRING' AND size(m.primaryName) = 1

THEN m.primaryName[0]

ELSE m.primaryName

END AS relStart,

CASE

WHEN apoc.meta.cypher.type(c.primaryName) =

'LIST OF STRING' AND size(c.primaryName) > 1

THEN c.primaryName[1]

WHEN apoc.meta.cypher.type(c.primaryName) =

'LIST OF STRING' AND size(c.primaryName) = 1

THEN c.primaryName[0]

ELSE c.primaryName

END AS relEnd,

// Also extract important information like hub

// and authority scores, a sample of the population

// opinions, probability of knowing and the name of

// the class of each extracted node

m.hub AS hubStart, c.auth AS authEnd, 'true'

AS isStartMedian, 'true' AS isEndMedian,
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m.scoresCollection AS startScores, c.scoresCollection

AS endScores, 'true' AS isTarget,

m.nOpinions/maximumOpinions AS knowProbability,

'idStart' AS knowRef, m.className AS classStart,

c.className AS classEnd

UNION

// Now extract ARGFEATUREs that are PART_OF the best

// ARGITEMs

WITH m

MATCH (f:ARGFEATURE)-[:PART_OF]->(m) WHERE f.hub > 0

WITH f, m

MATCH (fGen:ARGFEATURE&PERSON)

WITH toFloat(MAX(fGen.nOpinions))

AS maximumFeatureOpinions, f, m

RETURN DISTINCT ID(f) AS idStart, ID(m) AS idEnd,

CASE

WHEN apoc.meta.cypher.type(f.primaryName) =

'LIST OF STRING' AND size(f.primaryName) > 1

THEN f.primaryName[1]

WHEN apoc.meta.cypher.type(f.primaryName) =

'LIST OF STRING' AND size(f.primaryName) = 1

THEN f.primaryName[0]

ELSE f.primaryName

END AS relStart,

CASE

WHEN apoc.meta.cypher.type(m.primaryName) =

'LIST OF STRING' AND size(m.primaryName) > 1

THEN m.primaryName[1]

WHEN apoc.meta.cypher.type(m.primaryName) =

'LIST OF STRING' AND size(m.primaryName) = 1

THEN m.primaryName[0]

ELSE m.primaryName

END AS relEnd,
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f.hub AS hubStart, m.auth AS authEnd, 'false'

AS isStartMedian, 'true' AS isEndMedian,

f.scoresCollection AS startScores,

m.scoresCollection AS endScores, 'false' AS isTarget,

f.nOpinions/maximumFeatureOpinions AS knowProbability,

'idStart' AS knowRef, f.className AS classStart,

m.className AS classEnd

UNION

// Now extract the best five ARGITEMs sharing

// ARGFEATUREs with the three best ARGITEMs

// Utility is computed as for the three best ARGITEMs

WITH m, maximumOpinions

MATCH (m2)<-[:PART_OF]-(f:ARGFEATURE)-[:PART_OF]->(m)

OPTIONAL MATCH (:USER)<-[:SUBJECT]-

(b:BELIEF&NEGATED {verbEn: 'knows'})<-

[:BELIEVES]-(s:SYSTEM)

WHERE m2 <> m AND f.hub > 0 AND m2.nOpinions > 2

AND NOT (b)-[:PREDICATE]->(m2)

WITH f, m2, maximumOpinions WHERE m2.nOpinions > 2

WITH f, m2, m2.nOpinions/maximumOpinions

AS knowProbability, m2.avgOpinion/5.0 AS opinion

WITH ID(f) AS idStart, ID(m2) AS idEnd,

(2*knowProbability*opinion)/(knowProbability + opinion)

AS utilityScore,

CASE apoc.meta.cypher.type(f.primaryName)

WHEN 'LIST OF STRING' THEN f.primaryName[1]

ELSE f.primaryName

END AS relStart,

CASE apoc.meta.cypher.type(m2.primaryName)

WHEN 'LIST OF STRING' THEN m2.primaryName[1]

ELSE m2.primaryName

END AS relEnd,

f.hub AS hubStart, m2.auth AS authEnd, 'false'
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AS isStartMedian, 'true' AS isEndMedian,

f.scoresCollection AS startScores,

m2.scoresCollection AS endScores, 'false' AS isTarget,

knowProbability, 'idEnd' AS knowRef,

f.className AS classStart, m2.className AS classEnd

ORDER BY utilityScore DESC LIMIT 5

RETURN DISTINCT idStart, idEnd, relStart, relEnd,

hubStart, authEnd, isStartMedian, isEndMedian,

startScores, endScores, isTarget, knowProbability,

knowRef, classStart, classEnd

}

RETURN DISTINCT idStart, idEnd, relStart, relEnd, hubStart,

authEnd, isStartMedian, isEndMedian, startScores, endScores,

isTarget, knowProbability, knowRef, classStart, classEnd

}

// Build the final table of relationships ordering it by

// preferring, first, relationships with ending nodes with a

// high authority, then the ones with starting nodes with high

// hub score, then by probability of knowing and then by

// average scores

WITH idStart, idEnd, relStart, relEnd, round(log(hubStart), 5)

AS hubStart, round(log(authEnd),5) AS authEnd, isStartMedian,

isEndMedian,

apoc.text.join(toStringList(apoc.convert.toList(

startScores[0..100])), ',') AS startScores,

apoc.text.join(toStringList(apoc.convert.toList(

endScores[0..100])), ',') AS endScores, isTarget,

apoc.coll.avg(apoc.convert.toList(startScores[0..100]))

AS avgStartScores, apoc.coll.avg(apoc.convert.toList(

endScores[0..100])) AS avgEndScores, knowProbability, knowRef,

classStart, classEnd

ORDER BY authEnd DESC, hubStart DESC, knowProbability ASC,

avgStartScores DESC, avgEndScores DESC
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WHERE knowProbability IS NOT NULL

// Return the best 20 relationships from the ordered list

RETURN idStart, idEnd, relStart, relEnd, toString(hubStart)

AS hubStart, toString(authEnd) AS authEnd, isStartMedian,

isEndMedian, startScores, endScores, avgStartScores,

avgEndScores, isTarget, knowProbability, knowRef,

apoc.text.join(classStart, ',') AS classStart,

apoc.text.join(classEnd, ',') AS classEnd, 0 AS relevance

LIMIT 20

Query 3.

// After recognising and accepting an intent, Cypher

// statements recorded on the INTENT node are executed.

// These changes update the graph by applying

// post-conditions. For example, when a user states

// their name, this is copied as a property in the node

// representing the user.

// Get to the last expressed INTENT

MATCH (n:USER {userID: toInteger($userID)})-[:UTTERED]->

(u:UTTERANCE)-[:EXPRESSES]->(ii:INTENTINSTANCE)-[IS_A]->

(i:INTENT)

WHERE NOT (u)-[:FOLLOWED_BY]->(:UTTERANCE)

AND i.reactionQuery IS NOT NULL

// Collect the reactionQuery and execute it. Passed

// parameters are the ID of the INTENTINSTANCE, the userID

// and the systemName as reference.

CALL apoc.cypher.runWrite(i.reactionQuery,

{userID: toInteger($userID), systemName: $systemName,

iiID: elementID(ii)}) YIELD value

RETURN value.Outcome AS Outcome

Query 4.
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// Keep track of user utterances and their interpretation

// given Natural Language Processing output. Information

// is passed as a single string where '&' separates intents,

// '|' separates each intent from its associated entities

// '/' separates multiple entities associated with a single

// intent and ',' separates entity name, role and type.

// Example: for the sentence "I like action and thriller

// movies but I do not like Nicholas Cage" the interpretation

would be encoded as

// "PersonalOpinionPos|action,Subject,genre/thriller,Subject,

// genre&PersonalOpinionNeg|Nicholas Cage,Subject,person"

// Get the user and the system, together with the last utterance

MERGE (u:USER {userID: toInteger($userID)}) WITH u

OPTIONAL MATCH (s:SYSTEM {primaryName: $systemName})-[:UTTERED]->

(utt:UTTERANCE) WHERE NOT (utt)-[:FOLLOWED_BY]->(:UTTERANCE)

// Create the UTTERANCE node from the USER and link it

CREATE (u)-[:UTTERED]->(newUtt:UTTERANCE {text: $text,

confidence: $confidence})

CREATE (utt)-[:FOLLOWED_BY]->(newUtt)

WITH newUtt

// Start splitting the intent structure

UNWIND split($intents, "&") AS intents

WITH split(intents, "|") AS intent, newUtt

// Use apoc to use label indexes (cannot be parameterized)

CALL apoc.cypher.run("MATCH (i:INTENT:" + intent[0] + ")

RETURN i", {}) YIELD value

WITH value.i AS i, intent, newUtt

// Create the INTENTINSTANCE and link it to the INTENT

CREATE (newUtt)-[:EXPRESSES]->(ii:INTENTINSTANCE)-[:IS_A]->(i)

WITH i, ii, intent

// For each entity, create a NAMED_ENTITY and link it to the

// SLOT it has been ASSIGNED_TO
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UNWIND split(intent[1], "/") AS entity

WITH split(entity,",") AS entity, i, ii

UNWIND entity[0] AS entityName

UNWIND entity[1] AS entityRole

UNWIND entity[2] AS entityType

WITH DISTINCT entityName, entityRole, entityType, i, ii

OPTIONAL MATCH (i)-[:HAS_SLOT]->(s:SLOT {role: entityRole})

CREATE (ne:NAMED_ENTITY {primaryName: entityName})

CREATE (ii)-[:REFERS_TO]->(ne)-[:ASSIGNED_TO]->(s)

WITH entityType, ne

// Find the node in the knowledge graph representing the concept

// expressed by the named entities and link them with a SAME_AS

// relationship. Use FULLTEXT index to speed up search and use

// partial matches. Always prefer the most authoritative concept

// for linking

CALL {

WITH entityType, ne

CALL db.index.fulltext.queryNodes("primaryNames",

ne.primaryName) YIELD node, score

WHERE all(x IN split(entityType, ":")

WHERE x IN labels(node))

WITH ne, node, score ORDER BY score DESC, node.auth DESC,

node.hub DESC LIMIT 1

CREATE (ne)-[:SAME_AS]->(node)

}

Query 5.

// Track what the system said

// Find the last UTTERANCE

MATCH (s:SYSTEM {primaryName: $systemName})

MERGE (m:SYSTEMMOVE {name: $systemMove})

MERGE (u:USER {userID: toInteger($userID)}) WITH u, s, m
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OPTIONAL MATCH (u)-[:UTTERED]->(:UTTERANCE)-

[:FOLLOWED_BY*0..]->(utt:UTTERANCE)

WHERE NOT EXISTS((utt)-[:FOLLOWED_BY]->(:UTTERANCE))

WITH s, m, utt LIMIT 1

OPTIONAL MATCH (t) WHERE ID(t) = toInteger($targetNode)

// Create the UTTERANCE and link it to the chain.

// Also, create a MOVEINSTANCE and link it to the

// appropriate SYSTEMMOVE and to the concepts it

// REFERS_TO

CREATE (s)-[:UTTERED]->(newUtt:UTTERANCE {text: $text})

-[:EXPRESSES]->(mi:MOVEINSTANCE)-[:IS_A]->(m)

CREATE (utt)-[:FOLLOWED_BY]->(newUtt)

CREATE (mi)-[:REFERS_TO]->(t)

Query 6.

// Get the relevant decision context given the information

// collected about the user

// Get the maximum number of opinions for later normalization

MATCH (m:ARGITEM)

WITH toFloat(MAX(m.nOpinions)) AS maximumOpinions

CALL {

// This first part of the query extracts the best three ARGITEMs

// about which the system may take a stance (e.g., recommend)

// We use the UNION to sort groups of items by priority

WITH maximumOpinions

CALL {

WITH maximumOpinions

// At the top of the list, we want ARGITEMs that the USER

// does not know and that are usually liked by people

MATCH (m:ARGITEM)<-[:PREDICATE]-(b:BELIEF&NEGATED

{verbEn: 'knows'})-[:SUBJECT]->(u:USER),

(s:SYSTEM)-[:BELIEVES]->(b)
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WITH DISTINCT m,

m.avgOpinion/5.0 AS opinion

// ARGITEMs not known by the USER are more relevant if they

// exhibit ARGFEATUREs that we know the USER "wants"

OPTIONAL MATCH (m)--(:ARGFEATURE)<-[:PREDICATE]-

(b:BELIEF&!NEGATED)-[:SUBJECT]->(u:USER),

(s:SYSTEM)-[:BELIEVES]->(b)

WHERE b.verbEn = 'wants'

RETURN m,

opinion AS utilityScore, COUNT(*) AS relevance

ORDER BY relevance DESC, utilityScore DESC

UNION

WITH maximumOpinions

// Next in the list, we want ARGITEMs having ARGFEATURES the

// USER wants

MATCH (m:ARGITEM)--(f:ARGFEATURE)<-[:PREDICATE]

-(b:BELIEF&!NEGATED)-[:SUBJECT]->(u:USER),

(s:SYSTEM)-[:BELIEVES]->(b)

WITH m, u, s, b, maximumOpinions, f

WHERE b.verbEn = 'wants'

// Collect all the other BELIEFs the SYSTEM has about the

// considered ARGITEM and the USER

OPTIONAL MATCH (s)-[:BELIEVES]->(b2:BELIEF)-

[:PREDICATE]->(m), (b2)-[:SUBJECT]->(u)

WITH DISTINCT m,

// The utility of the ARGITEMs is the harmonic mean of the

// knowProbability function (1 at 0.5, 0 at 0 and 1) and of

// the average opinion from the population

(1-((m.nOpinions/maximumOpinions*2)-1)^2)

AS knowProbability, m.avgOpinion/5.0 AS opinion,

maximumOpinions, COLLECT(DISTINCT b2) AS b2, f

WHERE isEmpty(b2)

WITH m,
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(2*knowProbability*opinion)/(knowProbability + opinion)

AS utilityScore

RETURN m, utilityScore, COUNT(*) AS relevance

ORDER BY relevance DESC, utilityScore DESC

UNION

WITH maximumOpinions

// Next, we list ARGITEMs the USER does not know and that exhibit

// ARGFEATUREs the USER likes

MATCH (m:ARGITEM)<-[:PREDICATE]-

(b:BELIEF&NEGATED {verbEn: 'knows'})-[:SUBJECT]->

(u:USER), (s:SYSTEM)-[:BELIEVES]->(b)

WITH DISTINCT m,

(1-((m.nOpinions/maximumOpinions*2)-1)^2)

AS knowProbability, m.avgOpinion/5.0 AS opinion

OPTIONAL MATCH (m)--(:ARGFEATURE)<-[:PREDICATE]-

(b:BELIEF&!NEGATED)-[:SUBJECT]->(u:USER),

(s:SYSTEM)-[:BELIEVES]->(b)

WHERE b.verbEn = 'likes'

RETURN m,

(2*knowProbability*opinion)/(knowProbability + opinion)

AS utilityScore, COUNT(*) AS relevance

ORDER BY relevance DESC, utilityScore DESC

UNION

WITH maximumOpinions

// Then, we list ARGITEMs exhibiting ARGFEATUREs the USER likes,

// independently if they know them

MATCH (m:ARGITEM)--(f:ARGFEATURE)<-[:PREDICATE]-

(b:BELIEF&!NEGATED)-[:SUBJECT]->(u:USER),

(s:SYSTEM)-[:BELIEVES]->(b)

WITH m, u, s, b, maximumOpinions, f

WHERE b.verbEn = 'likes'

OPTIONAL MATCH (s)-[:BELIEVES]->(b2:BELIEF)-

[:PREDICATE]->(m), (b2)-[:SUBJECT]->(u)
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WITH DISTINCT m,

(1-((m.nOpinions/maximumOpinions*2)-1)^2)

AS knowProbability, m.avgOpinion/5.0 AS opinion,

maximumOpinions, COLLECT(DISTINCT b2) AS b2, f

WHERE isEmpty(b2)

WITH m,

(2*knowProbability*opinion)/(knowProbability + opinion)

AS utilityScore, f.primaryName AS feature

RETURN m, utilityScore, COUNT(*) AS relevance

ORDER BY relevance DESC, utilityScore DESC

UNION

WITH maximumOpinions

// Lastly, we list the most useful ARGITEMs towards which the

// SYSTEM does not have NEGATED BELIEFs

MATCH (m:ARGITEM)

WITH m, maximumOpinions, m.nOpinions AS nOpinions,

m.avgOpinion AS Opinion

WITH m,

(1-((m.nOpinions/maximumOpinions*2)-1)^2)

AS knowProbability, m.avgOpinion/5.0 AS opinion,

maximumOpinions

OPTIONAL MATCH (m)--(:ARGFEATURE)<-[:PREDICATE]-

(b:BELIEF&!NEGATED)-[:SUBJECT]->(u:USER),

(s:SYSTEM)-[:BELIEVES]->(b)

WHERE b.verbEn IN ['wants', 'likes']

RETURN m,

(2*knowProbability*opinion)/(knowProbability + opinion)

AS utilityScore, COUNT(*) AS relevance

ORDER BY relevance DESC, utilityScore DESC

}

// Keep the best three ARGITEMs and extract the relevant context

// for decision making in their neighbourhood

// The result should be a list of relationships between nodes so
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// that a probabilistic graphical model

// (e.g., a Bayesian Network) can be assembled with it.

WITH m, maximumOpinions LIMIT 3

CALL {

WITH m, maximumOpinions

// First, extract ARGFEATUREs the target ARGITEMs are PART_OF

MATCH (m)-[:PART_OF]->(c)

RETURN DISTINCT ID(m) AS idStart, ID(c) AS idEnd,

CASE

WHEN apoc.meta.cypher.type(m.primaryName) =

'LIST OF STRING' AND size(m.primaryName) > 1

THEN m.primaryName[1]

WHEN apoc.meta.cypher.type(m.primaryName) =

'LIST OF STRING' AND size(m.primaryName) = 1

THEN m.primaryName[0]

ELSE m.primaryName

END AS relStart,

CASE

WHEN apoc.meta.cypher.type(c.primaryName) =

'LIST OF STRING' AND size(c.primaryName) > 1

THEN c.primaryName[1]

WHEN apoc.meta.cypher.type(c.primaryName) =

'LIST OF STRING' AND size(c.primaryName) = 1

THEN c.primaryName[0]

ELSE c.primaryName

END AS relEnd,

// Also extract all the relevant information for later decisions

// and for results ordering

m.hub AS hubStart, c.auth AS authEnd, 'true'

AS isStartMedian, 'true' AS isEndMedian,

m.scoresCollection AS startScores,

c.scoresCollection AS endScores, 'true' AS isTarget,

m.nOpinions/maximumOpinions AS knowProbability,
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'idStart' AS knowRef, m.className AS classStart,

c.className AS classEnd

UNION

WITH m

// Then, extract the ARGFEATURES that are PART_OF the target

// ARGITEMs

MATCH (f:ARGFEATURE)-[:PART_OF]->(m)

WHERE f.nOpinions IS NOT NULL

WITH f, m

MATCH (fGen:ARGFEATURE)

WITH toFloat(MAX(fGen.nOpinions))

AS maximumFeatureOpinions, f, m

RETURN DISTINCT ID(f) AS idStart, ID(m) AS idEnd,

CASE

WHEN apoc.meta.cypher.type(f.primaryName) =

'LIST OF STRING' AND size(f.primaryName) > 1

THEN f.primaryName[1]

WHEN apoc.meta.cypher.type(f.primaryName) =

'LIST OF STRING' AND size(f.primaryName) = 1

THEN f.primaryName[0]

ELSE f.primaryName

END AS relStart,

CASE

WHEN apoc.meta.cypher.type(m.primaryName) =

'LIST OF STRING' AND size(m.primaryName) > 1

THEN m.primaryName[1]

WHEN apoc.meta.cypher.type(m.primaryName) =

'LIST OF STRING' AND size(m.primaryName) = 1

THEN m.primaryName[0]

ELSE m.primaryName

END AS relEnd,

f.hub AS hubStart, m.auth AS authEnd,

'false' AS isStartMedian, 'true' AS isEndMedian,
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f.scoresCollection AS startScores,

m.scoresCollection AS endScores, 'false' AS isTarget,

f.nOpinions/maximumFeatureOpinions AS knowProbability,

'idStart' AS knowRef, f.className AS classStart,

m.className AS classEnd

UNION

WITH m, maximumOpinions

// Lastly, extract ARGITEMs sharing ARGFEATUREs with the target

// ARGITEMs

MATCH (m2)<-[:PART_OF]-(f)-[:PART_OF]->(m)

OPTIONAL MATCH (:USER)<-[:SUBJECT]-

(b:BELIEF&NEGATED {verbEn: 'knows'})<-

[:BELIEVES]-(s:SYSTEM)

WHERE m2 <> m AND f.hub > 0 AND m2.nOpinions > 2

AND NOT (b)-[:PREDICATE]->(m2)

WITH f, m2, maximumOpinions WHERE m2.nOpinions > 2

WITH f, m2, m2.nOpinions/maximumOpinions

AS knowProbability, m2.avgOpinion/5.0 AS opinion

WITH ID(f) AS idStart, ID(m2) AS idEnd,

(2*knowProbability*opinion)/(knowProbability + opinion)

AS utilityScore,

CASE

WHEN apoc.meta.cypher.type(f.primaryName) =

'LIST OF STRING' AND size(f.primaryName) > 1

THEN f.primaryName[1]

WHEN apoc.meta.cypher.type(f.primaryName) =

'LIST OF STRING' AND size(f.primaryName) = 1

THEN f.primaryName[0]

ELSE f.primaryName

END AS relStart,

CASE

WHEN apoc.meta.cypher.type(m2.primaryName) =

'LIST OF STRING' AND size(m2.primaryName) > 1
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THEN m2.primaryName[1]

WHEN apoc.meta.cypher.type(m2.primaryName) =

'LIST OF STRING' AND size(m2.primaryName) = 1

THEN m2.primaryName[0]

ELSE m2.primaryName

END AS relEnd, f.hub AS hubStart, m2.auth AS authEnd,

'false' AS isStartMedian, 'true' AS isEndMedian,

f.scoresCollection AS startScores,

m2.scoresCollection AS endScores, 'false' AS isTarget,

knowProbability, 'idEnd' AS knowRef,

f.className AS classStart, m2.className AS classEnd

// Only keep the best three secondary ARGITEMs

ORDER BY utilityScore DESC LIMIT 3

RETURN DISTINCT idStart, idEnd, relStart, relEnd,

hubStart, authEnd, isStartMedian, isEndMedian,

startScores, endScores, isTarget, knowProbability,

knowRef, classStart, classEnd

}

RETURN DISTINCT idStart, idEnd, relStart, relEnd, hubStart,

authEnd, isStartMedian, isEndMedian, startScores, endScores,

isTarget, knowProbability, knowRef, classStart, classEnd,

COUNT(*) AS relevance

}

// Now assemble the final table of relationships. Hub and

// authority scores are passed through a logarithmic function to

// avoid having outliers "squashing" other values towards zero

WITH idStart, idEnd, relStart, relEnd, round(log(hubStart), 5)

AS hubStart, round(log(authEnd),5) AS authEnd,

isStartMedian, isEndMedian,

// Opinion probability distribution can be estimated over a

// subset of the available scores so only the first 100 are

// kept for speed reasons

apoc.text.join(toStringList(apoc.convert.toList(
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startScores[0..100])), ',') AS startScores,

apoc.text.join(toStringList(apoc.convert.toList(

endScores[0..100])), ',') AS endScores, isTarget,

apoc.coll.avg(apoc.convert.toList(startScores[0..100]))

AS avgStartScores,

apoc.coll.avg(apoc.convert.toList(endScores[0..100]))

AS avgEndScores, knowProbability, knowRef, classStart,

classEnd, relevance

// Order the resulting relationships preferring the ones that

// involve the primary ARGITEMs, then the less obvious ones, then

// the most authoritative nodes, then the ones with high

// hub scores and average opinions

ORDER BY isTarget DESC, knowRef DESC, knowProbability DESC,

relevance DESC, authEnd DESC, hubStart DESC,

avgStartScores DESC, avgEndScores DESC

WHERE knowProbability IS NOT NULL

RETURN idStart, idEnd, relStart, relEnd,

toString(hubStart) AS hubStart, toString(authEnd) AS authEnd,

isStartMedian, isEndMedian, startScores, endScores,

avgStartScores, avgEndScores, isTarget, knowProbability,

knowRef, apoc.text.join(classStart, ',') AS classStart,

apoc.text.join(classEnd, ',') AS classEnd, relevance

// Only keep 20 relationships to avoid creating too large

// decision models (intractable)

LIMIT 20

Query 7.

// Collect all the evidence (BELIEFs) collected

// about the USER

// First collect positive BELIEFs

MATCH (:SYSTEM {primaryName: $systemName})-[:BELIEVES]->

(b:BELIEF)-[:SUBJECT]->(u:USER {userID: toInteger($userID)}),
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(b)-[:PREDICATE]->(p)

WHERE b.verbEn IN ['likes', 'wants']

RETURN ID(p) AS ID, "positive" AS opinion

UNION

// Then collect negative BELIEFs

MATCH (:SYSTEM {primaryName: $systemName})-[:BELIEVES]->

(b:BELIEF:NEGATED)-[:SUBJECT]->

(u:USER {userID: toInteger($userID)}), (b)-[:PREDICATE]->(p)

WHERE b.verbEn IN ['likes', 'wants']

RETURN ID(p) AS ID, "negative" AS opinion

Query 8.

// Create the BELIEFs implied by the last USER INTENT.

// First, find the implied BELIEFs and the concepts

// they are targeting through SLOTs and named entities

MATCH (u:USER {userID: toInteger($userID)})-[:UTTERED]->

(utt:UTTERANCE)-[:EXPRESSES]-(ii:INTENTINSTANCE)

-[:IS_A]->(:INTENT)-[:IMPLIES]-(b1:BELIEF)-[:PREDICATE]->

(s:SLOT)<-[:ASSIGNED_TO]

-(ne:NAMED_ENTITY)<-[:REFERS_TO]-(ii),

(ne)-[:SAME_AS]->(obj:CCG) WHERE NOT (utt)-

[:FOLLOWED_BY]->(:UTTERANCE)

MATCH (sys:SYSTEM {primaryName: $systemName})

WITH sys, u, ii, obj, b1

// This clones the BELIEF node implied by the INTENT

CALL apoc.refactor.cloneNodes([b1])

YIELD input, output, error

// Connect the cloned node to the target predicate,

// to the USER, to the SYSTEM and to the INTENTINSTANCE

CREATE (sys)-[:BELIEVES]->(output)-[:SUBJECT]->(u),

(ii)<-[:BECAUSE_OF]-(output)-[:PREDICATE]->(obj)

SET output = b1
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Query 9.

// Get the domain size of the considered classes

// Get the number of ARGFEATUREs and ARGITEMs in

// the domain

MATCH (n:ARGFEATURE|ARGITEM)

WITH COUNT(n) AS fullSize

// For each class, compute the relative size of

// their domain with respect to the full domain

// or with respect to the relevant subset

UNWIND split($classes, ",") AS targetClass

WITH targetClass, fullSize

CALL {

// The relevant subset is defined as the set of ARGITEMs

// and ARGFEATUREs that are the PREDICATE of a positive

// BELIEF

WITH targetClass

MATCH (n:ARGFEATURE|ARGITEM)<-[:PREDICATE]-

(b:BELIEF&!NEGATED)-[:SUBJECT]->

(u:USER {userID: toInteger($userID)}),

(s:SYSTEM {primaryName: $systemName})-[:BELIEVES]->(b)

// Extract, from the relevant subset, the nodes belonging to

// the target class

MATCH (g:ARGFEATURE|ARGITEM)<-[:PREDICATE]-

(b:BELIEF&!NEGATED)-[:SUBJECT]->

(u:USER {userID: toInteger($userID)}),

(s:SYSTEM {primaryName: $systemName})-[:BELIEVES]->(b)

WHERE targetClass IN g.className

// The relative size of the class is obtained by dividing the

// number of nodes belonging to that class in the relevant

// subset by the size of the relevant subset

RETURN targetClass AS class,

toFloat(COUNT(DISTINCT g)) / ToFloat(COUNT(n))

AS relativeDomainSize
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UNION

// If there are no BELIEFs, the full size of the domain is

// considered

WITH targetClass, fullSize

MATCH (g:ARGFEATURE|ARGITEM)

WHERE targetClass IN g.className

WITH toFloat(COUNT(DISTINCT g)) AS relativeDomainSize,

targetClass, fullSize

RETURN targetClass AS class, relativeDomainSize / fullSize

AS relativeDomainSize

}

WITH class, MAX(relativeDomainSize) AS relativeDomainSize

WHERE NOT isNaN(relativeDomainSize)

// For each class, return the corresponding relative domain size

RETURN class, relativeDomainSize

Query 10.

// When there are unfilled SLOTs, it may be possible to

// recover the subject of an INTENT by analysing past

// dialogue history. DST queries are recorded in SLOT

// and INTENT nodes, so that the appropriate strategy

// can be applied to fill in the gaps while retaining

// a generic query for activation.

// First, find all the un filled SLOTs having DST queries

MATCH (n:USER {userID: toInteger($userID)})-[:UTTERED]->

(u:UTTERANCE)-[:EXPRESSES]->(ii:INTENTINSTANCE)-[IS_A]->

(i:INTENT)-[:HAS_SLOT]->(s:SLOT)

WHERE NOT (u)-[:FOLLOWED_BY]->(:UTTERANCE)

AND s.dstQuery IS NOT NULL AND NOT (ii)-[:REFERS_TO]->

(:NAMED_ENTITY)-[:ASSIGNED_TO]->(s)

// Execute the DST queries for the SLOTs

CALL apoc.cypher.runWrite(s.dstQuery,
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{userID: toInteger($userID), systemName: $systemName,

iiID: elementID(ii), slotID: elementID(s)}) YIELD value

RETURN value.Outcome AS Outcome

UNION

// Collect DST queries recorded on INTENT nodes

MATCH (n:USER {userID: toInteger($userID)})-[:UTTERED]->

(u:UTTERANCE)-[:EXPRESSES]->(ii:INTENTINSTANCE)-[IS_A]->

(i:INTENT)

WHERE NOT (u)-[:FOLLOWED_BY]->(:UTTERANCE)

AND i.dstQuery IS NOT NULL

// Execute DST queries for INTENT nodes

CALL apoc.cypher.runWrite(i.dstQuery,

{userID: toInteger($userID), systemName: $systemName,

iiID: elementID(ii)}) YIELD value

RETURN value.Outcome AS Outcome

Query 11.

// Given a target ARGITEM to deliberate about, select

// the best supporting ARGFEATUREs, given what we know

// of the USER.

// First, select all the ARGFEATUREs and related ARGITEMs

MATCH (t:ARGITEM)<-[:PART_OF]-(f:ARGFEATURE)-

[:PART_OF]-(m:ARGITEM)

WHERE ID(t) = toInteger($target)

WITH DISTINCT f, m, t.primaryName AS targetName,

m.scoresCollection[0..100] AS scores,

f.auth AS credibility, f.hub AS importance, targetName

WITH f, scores[0..100] AS scores, credibility,

importance, targetName

// To compute scores entropy, we consider, the frequency

// of each opinion score, then, we divide each frequency

// by the total number of observations to obtain a probability
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// estimate

WITH apoc.coll.frequencies(scores) as frequencies,

scores, f, credibility, importance, targetName

UNWIND frequencies AS frequency

// Multiply each probability by its log probability as

// in the entropy formula and collect the results

WITH f, COLLECT(frequency['count']/100.0 *

log(frequency['count']/100.0) ) AS frequencies,

scores, credibility, importance, targetName

WITH f, apoc.coll.avg(scores)/5.0 AS estLikability,

// Summing over the results of the multiplications gives

// the entropy of the scores distribution

apoc.coll.sum(frequencies) AS estEntropy, credibility,

importance, targetName

// To normalize the four aspects of argumentative score, we

// store minimum and maximum scores for each aspect and we

// group each result in a list so we do not lose them

WITH COLLECT({f:f, estLikability:estLikability,

estEntropy:estEntropy, credibility:credibility,

importance:importance}) AS groupsInfo, MAX(estEntropy)

AS maxEntropy, MIN(estEntropy) AS minEntropy,

MAX(credibility) AS maxCredibility, MIN(credibility)-0.01

AS minCredibility, MAX(importance) AS maxImportance,

MIN(importance) AS minImportance, targetName

// Now we unwind the collection of results and normalise them

UNWIND groupsInfo AS groupInfo

WITH groupInfo.f AS f, groupInfo.estLikability

AS estLikability,

1 - (groupInfo.estEntropy - minEntropy)/(maxEntropy - minEntropy)

AS estRelevance,

(groupInfo.credibility - minCredibility)/

(maxCredibility - minCredibility)

AS credibility,
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(groupInfo.importance - minImportance)/

(maxImportance - minImportance)

AS importance, targetName

// Check if there are positive BELIEFs for some ARGFEATUREs

OPTIONAL MATCH (u:USER {userID: toInteger($userID)})<-[:SUBJECT]-

(b:BELIEF&!NEGATED WHERE b.verbEn = 'likes'

OR b.verbEn = 'wants')-

[:PREDICATE]->(f),

(s:SYSTEM {primaryName: $systemName})-[:BELIEVES]->(b)

WITH f, COALESCE (b.verbEn, '') AS b, estLikability,

estRelevance, credibility, importance, targetName

WITH f,

// If there are explicit BELIEFs about the considered

// ARGFEATUREs,relevance and likability are at maximum.

// Otherwise, use the previously esstimated values

CASE b

WHEN '' THEN estLikability

ELSE 1.0

END AS likability,

CASE b

WHEN '' THEN estRelevance

ELSE 1.0

END AS relevance, credibility, importance,

targetName

WITH f.primaryName AS feature, likability, relevance,

credibility, importance, discussed, targetName

WITH feature,

// The harmonic mean of the four aspects produces the

// argumentative power of each ARGFEATURE

(4/(1/likability+1/relevance+1/credibility+1/importance))

AS score, targetName

// ARGFEATUREs are sorted by their argumentative score and the

// best three are used to build the final sentence

193



ORDER BY score DESC LIMIT 3

WITH COLLECT(feature) AS features, targetName

RETURN "Ti consiglio " + targetName + " a causa di " +

apoc.text.join(features, ', ') AS Answer
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